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Introduction: WhatareNoSQL
datastores?



TypicalData Architecture:
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NoSQL
The eraof one-size-fits-alldatabasesystemsisover

�ÆSpecializeddatasystems



The Database Explosion
Sweetspots

RDBMS

General-purpose
ACID transactions

Wide-ColumnStore

Long scansover
structureddata

Parallel DWH

Aggregations/OLAP for
massive dataamounts

DocumentStore

Deeplynested
datamodels

NewSQL

High throughput
relational OLTP

Key-Value Store

Large-scale
sessionstorage

Graph Database

Graph algorithms
& queries

In-Memory KV-Store

Counting& statistics
Wide-ColumnStore

Massive user-
generatedcontent



The Database Explosion
Cloud-Database Sweetspots

Amazon Elastic
MapReduce

Hadoop-as-a-Service

Big Data Analytics

ManagedRDBMS

General-purpose
ACID transactions

ManagedCache

Caching and
transient storage

Azure Tables

Wide-ColumnStore

Verylarge tables

Wide-ColumnStore

Massive user-
generatedcontent

Backend-as-a-Service

Small Websites 
andApps

ManagedNoSQL

Full-Text Search

Google Cloud
Storage

ObjectStore

Massive File
Storage

Realtime BaaS

Communication and
collaboration



Howto choosea databasesystem?
ManyPotential Candidates

ApplicationLayer

Billing Data Nested 
Application Data

Session data

Search Index

Files

Amazon Elastic
MapReduce

Google Cloud
Storage

Friend 
network Cached data 

& metrics
Recommen-

dationEngine

Questionin this tutorial:

Howto approachthe decisionproblem?

requirements database



�` �cNoSQL�^��term coinedin 2009
�` �/�v�š���Œ�‰�Œ���š���š�]�}�v�W���cNot Only �^�Y�>�^
�` Typicalproperties:

�CNon-relational
�COpen-Source
�CSchema-less(schema-free)
�COptimizedfor distribution(clusters)
�CTunableconsistency

NoSQLDatabases

NoSQL - Databases.org :
Current list has over 225 

NoSQL systems



NoSQLDatabases

Scalability ImpedanceMismatch

?

ID
Customer

�>�]�v�����/�š���u���í�W���Y
�>�]�v�����/�š���u�î�W���Y

Orders
Line Items

CustomersPayment

�` Twomainmotivations:

User-generateddata,
Request load

Payment: Credit�����Œ���U���Y



Scale-upvsScale-out

Scale-Up (vertical
scaling):

More RAM

More CPU

More HDD

Scale-Out (horizontal
scaling):

Commodity
Hardware

Shared-Nothing
Architecture



SchemafreeData Modeling

RDBMS: NoSQLDB:

SELECT Name, Age
FROM   Customers

Customers

Explicit
schema

Item[Price] -
Item[Discount]

Implicit
schema



Big Data
The Analyticsideof NoSQL

�` Idea: makeexistingmassive, unstructureddata
amountsusable

�‡ Structured data(DBs)
�‡ Log files
�‡ Documents, Texts, Tables
�‡ Images, Videos
�‡ Sensor data
�‡ SocialMedia, Data Services

Sources

Analyst, Data Scientist, 
Software Developer

�‡ Statistics, Cubes, Reports
�‡ Recommender
�‡ Classificators, Clustering
�‡ Knowledge



HighlyAvailableStorage (SAN, 
RAID, etc.)

Highlyavailablenetwork
(Infiniband, FabricPath, etc.)

SpecializedDB hardware
(Oracle Exadata, etc.)

Commercial DBMS

NoSQLParadigmShift
Open Source & CommodityHardware

Commoditydrives(standard
HDDs, JBOD)

Commoditynetwork
(Ethernet, etc.)

Commodityhardware

Open-Source DBMS



NoSQLParadigmShift
SharedNothingArchitectures

SharedMemory
e.g. "Oracle 11g"

SharedDisk
e.g. "Oracle RAC"

SharedNothing
e.g. "NoSQL"

Shifttowardshigherdistribution& lesscoordination:



�` Twocommoncriteria:

NoSQLSystem Classification

Data
Model

Consistency/Availability
Trade-Off

AP: Available& Partition 
Tolerant

CP: Consistent&  
Partition Tolerant

Graph

CA: Not Partition 
Tolerant 

Document

Wide-Column

Key-Value



�` Data model: (key) -> value
�` Interface: CRUD (Create, Read, Update, Delete)

�` Examples: Amazon Dynamo (AP), Riak(AP), Redis (CP)

Key-Value Stores

{23, 76, 233, 11}users:2:friends

[234, 3466, 86,55]users:2:inbox

Theme �\ "dark", cookies �\ "false"users:2:settings

Value : 
An opaque blob

Key



�` Data model: (rowkey, column, timestamp) -> value
�` Interface: CRUD, Scan

�` Examples: Cassandra (AP), Google BigTable(CP), 
HBase (CP)

Wide-ColumnStores

com.cnn.www crawled�W���Y
content: "<html�E�Y�—content: "<html�E�Y�—content: "<html�E�Y�—title : "CNN"

Row Key Column
Versions (timestamped )



�` Data model: (collection, key) -> document
�` Interface: CRUD, Querys, Map-Reduce

�` Examples: CouchDB(AP), RethinkDB(CP), MongoDB 
(CP)

DocumentStores

order-12338 {
order-id: 23,
customer: { name: "Felix Gessert", age: 25 }
line-items : [ {product-�v���u�����W���—�Æ�—�U���Y�ƒ���U���Y�•

}

ID/Key JSON Document



�` Data model: G = (V, E): Graph-Property Modell
�` Interface: Traversalalgorithms, querys, transactions

�` Examples: Neo4j (CA), InfiniteGraph(CA), OrientDB
(CA)

Graph Databases

company: 
Apple
value:

300Mrd

name: 
John Doe

WORKS_FOR
since: 1999
salary: 140K

Nodes

Edges

Properties



�` Data model: vectorspacemodel, docs+ metadata
�` Examples: Solr, ElasticSearch

Search Platforms

InvertedIndex

Doc. 3

Key Value

Key Value

Key Value

Doc. 1

Key Value

Key Value

Key Value

Doc. 4

Key Value

Key Value

Key Value

Term Document

database 3,4,1

ritter 1

Search Server

POST /lectures / dis
�‡���ltopic �Q�[���ldatabases ",

�l lecturer �Q�[���lritter ",
�]���ˆ

REST API



�` Data model: Classes, objects, relations(references)
�` Interface: CRUD, querys, transactions

�` Examples: Versant(CA), db4o (CA), Objectivity(CA)

Object-orientedDatabases

Classes
Properties



�` Data model: XML, RDF
�` Interface: CRUD, querys(XPath, XQuerys, SPARQL), 

transactions(some)
�` Examples: MarkLogic(CA), AllegroGraph(CA)

XML databases, RDF Stores



�` Data model: files+ folders

Distributed File System

Network FS Cluster FS

NFS, AFS GPFS, Lustre HDFS

Distributed FS



�` Data model: arbitrary(frequentlyunstructured)
�` Examples: Hadoop, Spark, Flink, DryadLink, Pregel

Big Data Batch Processing

Data Batch Analytics
Statistics,
Models

Log files

Unstructured
Files

Databases

Algorithms

-Aggregation
-Machine
Learning
-Correlation
-Clustering



�` Data model: arbitrary
�` Examples: Storm, Samza, Flink, Spark Streaming

Big Data Stream Processing
Coveredin Depthin the Last Part

Real-Time Data Stream Processing

- Notifications
- Statistics&

Aggregates
- Recommen-

dations
- Models
- Warnings

Sensor Data 
& IOT

Log 
Streams

DB Change
Streams



�` Data model: severaldatamodelspossible
�` Interface: CRUD, Querys+ ContinuousQueries

�` Examples: Firebase(CP), Parse (CP), Meteor (CP), 
Lambda/Kappa Architecture

Real-Time Databases
Coveredin Depthin the Last Part

Subscribing
Client

Real- Time Change 
Notifications

Insert
�]�����–�ƒ�‰�°�g�„�g���]

Subscribe
tag= �g�„�g Real-Time 

DB



Search Platforms(FullText Search):
�CNopersistenceandconsistencyguaranteesfor OLTP
�CExamples: ElasticSearch(AP), Solr(AP)

Object-OrientedDatabases:
�CStrong coupling of programming language and DB
�CExamples: Versant(CA), db4o (CA), Objectivity(CA)

XML-Databases, RDF-Stores:
�CNot scalable, datamodelsnot widelyusedin industry
�CExamples: MarkLogic(CA), AllegroGraph(CA)

Soft NoSQLSystems
Not CoveredHere



Only2 out of 3 propertiesare
achievableat a time:

�CConsistency: all clientshavethe same 
viewon the data

�CAvailability: everyrequestto a non-
failednodemostresultin correct
response

�CPartition tolerance: the systemhasto
continueworking, evenunder
arbitrarynetworkpartitions

CAP-Theorem

Eric Brewer, ACM-PODC Keynote, Juli 2000

Gilbert, Lynch: Brewer's Conjecture and the Feasibility of 
Consistent, Available, Partition-Tolerant Web Services, SigAct News 2002

Consistency

Availability
Partition 
Tolerance

Impossible



�` Problem: whena networkpartition occurs, either
consistencyor availabilityhaveto begivenup

CAP-Theorem: simplifiedproof

Replication

Response before
successfulreplication
�ÆAvailability

Block responseuntil
ACK arrives
�ÆConsistency

Network partition



NoSQLTriangle

A

C P

Every clientcanalways
readandwrite

All nodescontinue
workingundernetwork
partitions

All clientssharethe
same viewon the data

Nathan Hurst: Visual Guide to NoSQLSystems
http://blog.nahurst.com/visual-guide-to-nosql-systems

CA
Oracle,�D�Ç�^�Y�>�U���Y

Data models
Relational
Key-Value
Wide-Column
Document-Oriented

AP
Dynamo, Redis, Riak, Voldemort
Cassandra
SimpleDB

CP
Postgres, MySQL Cluster, Oracle RAC
BigTable, HBase, Accumulo, Azure
Tables
MongoDB, RethinkDB, DocumentsDB



�` Idea: Classifysystemsaccordingto their behavior
duringnetworkpartitions

PACELC �t an alternative CAP formulation

Partiti

on

yes no

Abadi, Daniel. "Consistency tradeoffs in modern distributed 
database system design: CAP is only part of the story."

Avail-

ability
Con-

sistency

Laten-

cy

Con-

sistency

AL- Dynamo-Style 
Cassandra, Riak, etc.

AC - MongoDB CC �t AlwaysConsistent
HBase, BigTableandACID systems

No consequence of the
CAP theorem



�` Someweakerisolationlevelsallowhigh availability:
�CRAMP Transactions (P. Bailis, A. Fekete, A. Ghodsi, J. M. Hellerstein, und I. Stoica�U���cScalable

AtomicVisibilitywith �Z���D�W���d�Œ���v�•�����š�]�}�v�•� �̂U���^�/�'�D�K�����î�ì�í�ð�•

Serializability
Not HighlyAvailableEither

Global serializabilityand availability are incompatible:

Write A=1
Read B

Write B=1
Read A

�S�5 �=
L �s �N�5�:�>
L �c�; �S�6 �>
L �s �N�6�:�=
L �c�;

S. Davidson, H. Garcia-Molina, and D. Skeen. Consistency in 
partitioned networks. ACM CSUR, 17(3):341�t370, 1985.



�` Consensus:
�CAgreement: No two processes can commit different decisions
�CValidity (Non-triviality): If all initial values are same, nodes must 

commit that value
�CTermination: Nodes commit eventually

�` No algorithm guaranteestermination (FLP)
�` Algorithms:

�CPaxos(e.g. Google Chubby, Spanner, Megastore, Aerospike, 
Cassandra Lightweight Transactions)

�CRaft(e.g. RethinkDB, etcdservice)
�CZookeeperAtomicBroadcast (ZAB)

ImpossibilityResults
Consensus Algorithms Safety

Properties

Liveness
Property

Lynch, Nancy A.Distributed algorithms. 
Morgan Kaufmann, 1996.



WhereCAP fits in
Negative Resultsin Distributed Computing

AsynchronousNetwork, 
UnreliableChannel

Impossible: 
2 Generals Problem

Consensus

AtomicStorage

Impossible:
CAP Theorem

AsynchronousNetwork, 
ReliableChannel

Impossible: 
Fisher Lynch Patterson (FLP) 
Theorem

Consensus

AtomicStorage

Possible:
Attiya, Bar-Noy, Dolev(ABD)
Algorithm

Lynch, Nancy A.Distributed algorithms. 
Morgan Kaufmann, 1996.



ACID vsBASE 

ACID

Atomicity

Consistency

Isolation

Durability

BASE

Basically 
Available

Soft State

Eventually 
Consistent

�Ä�*�R�O�G��standard �³
for RDBMSs

Model of many
NoSQL systems

http://queue.acm.org/detail.cfm?id=1394128



Weakerguaranteesin a database?!
Default Isolation Levels in RDBMSs

Bailis, Peter, et al. "Highly available transactions: Virtues and 
limitations."Proceedings of the VLDB Endowment7.3 (2013): 181-192.

Database Default Isolation Maximum Isolation
ActianIngres 10.0/10S S S
Aerospike RC RC
ClustrixCLX 4100 RR ?
Greenplum4.1 RC S
IBM DB2 10 for z/OS CS S
IBM Informix 11.50 Depends RR
MySQL 5.6 RR S
MemSQL1b RC RC
MS SQL Server 2012 RC S
NuoDB CR CR
Oracle 11g RC SI
Oracle Berkeley DB S S
Postgres9.2.2 RC S
SAP HANA RC SI
ScaleDB1.02 RC RC
VoltDB S S

RC: read committed, RR: repeatable read, S: serializability,
SI: snapshot isolation, CS: cursor stability, CR: consistent read

Theorem:
Trade-offs arecentralto databasesystems.



Data Models andCAPprovidehigh-level 
classification.

But whataboutfine-grained
requirements, e.g. querycapabilites?



Outline

�‡ Techniquesfor Functional
andNon-functional
Requirements
�‡ Sharding
�‡ Replication
�‡ Storage Management
�‡ Query Processing

NoSQLFoundationsand
Motivation

The NoSQLToolbox: 
Common Techniques

NoSQLSystems &
DecisionGuidance

ScalableReal-Time 
Databases andProcessing



Functional
Require-

mentsfrom
the

application

Central
techniques

NoSQL
databases
employ

Operational 
Require-
ments

enable enable





As a blogpost: blog.baqend.com





Sharding(aka Partitioning, Fragmentation)
ScalingStorage andThroughput

�` Horizontal distributionof dataovernodes

�` Partitioningstrategies: Hash-basedvs. Range-based
�` Difficulty: Multi-Shard-Operations(join, aggregation)

Shard 1

Shard 2

Shard 3

[G-O]
FranzPeter



Hash-basedSharding
�CHash of datavalues(e.g. key) determinespartition (shard)
�CPro: Even distribution
�CContra: Nodatalocality

Range-basedSharding
�CAssignsrangesdefinedoverfields(shardkeys) to partitions
�CPro: EnablesRange Scans andSorting
�CContra: Repartitioning/balancingrequired

Entity-Group Sharding
�CExplicit dataco-locationfor single-node-transactions
�CPro: EnablesACID Transactions
�CContra: Partitioningnot easilychangable

Sharding
Approaches

MongoDB, Riak, Redis, 
Cassandra, AzureTable, 
Dynamo

Implemented in

BigTable, HBase, DocumentDB
Hypertable, MongoDB, 
RethinkDB, Espresso

Implemented in

G-Store, MegaStore,
Relational Cloud, Cloud SQL 
Server 

Implemented in

�����À�]�����:�������t�]�š�š�����v�����:�]�u���E���'�Œ���Ç�W���^�W���Œ���o�o���o�������š�������•�����•�Ç�•�š���u�•�W���d�Z�����(�µ�š�µ�Œ�����}�(���Z�]�P�Z���‰���Œ�(�}�Œ�u���v������
�����š�������•�����•�Ç�•�š���u�•�U�_�����}�u�u�µ�v�]�����š�]�}�v�•���}�(���š�Z���������D�U���À�}�o�µ�u�����ï�ñ�U���v�µ�u�����Œ���ò�U���‰���P���•���ô�ñ�t98, June 1992.



Example: Tumblr
�` Caching
�` Shardingfrom

application
Movedtowards:
�` Redis
�` HBase

Problems of Application-Level Sharding





�` Stores N copiesof eachdataitem

�` Consistencymodel: synchronousvsasynchronous
�` Coordination: Multi-Master, Master-Slave

Replication
Read Scalability+ FailureTolerance

DB Node

DB Node

DB Node

Özsu, M.T., Valduriez, P.: Principles of distributed database systems. 
Springer Science & Business Media (2011)



Asynchronous(lazy)
�CWritesareacknowledgedimmdediately
�CPerformedthroughlog shippingor update propagation
�CPro: Fast writes, no coordinationneeded
�CContra: Replicadatapotentiallystale(inconsistent)

Synchronous(eager)
�CThe nodeacceptingwritessynchronouslypropagates

updates/transactionsbeforeacknowledging
�CPro: Consistent
�CContra: needsa commitprotocol(moreroundtrips), 

unavaialableundercertainnetworkpartitions

Replication: When

Dynamo , Riak, CouchDB, 
Redis, Cassandra, Voldemort, 
MongoDB, RethinkDB

Implemented in

BigTable, HBase, Accumulo, 
CouchBase, MongoDB, 
RethinkDB

Implemented in

Charron-Bost, B., Pedone, F., Schiper, A. (eds.): Replication: Theory and 
Practice, Lecture Notes in Computer Science, vol. 5959. Springer (2010)



Master-Slave(Primary Copy)
�COnlya dedicatedmasterisallowedto acceptwrites, slavesare

read-replicas
�CPro: readsfrom the masterareconsistent
�CContra: masterisa bottleneckandSPOF

Multi-Master(Update anywhere)
�CThe servernodeacceptingthe writessynchronously

propagatesthe update or transactionbeforeacknowledging
�CPro: fast andhighly-available
�CContra: eitherneedscoordinationprotocols(e.g. Paxos) or is

inconsistent

Replication: Where

Charron-Bost, B., Pedone, F., Schiper, A. (eds.): Replication: Theory and 
Practice, Lecture Notes in Computer Science, vol. 5959. Springer (2010)



SynchronousReplication
Example: Two-Phase Commit isnot partition-tolerant

prepared

prepared

prepared

prepared

prepared

commited

commited

commitedcommited

commited

com
m

it

co
m

m
ite

d

prepared

preparecommit

commited



ConsistencyLevels

Achievable with high availability
Bailis, Peter, et al. "Bolt-on causal 
consistency." SIGMOD, 2013.

Bailis, Peter, et al. "Highly available transactions: Virtues and 
limitations."Proceedings of the VLDB Endowment7.3 (2013): 181-192.

Either version-basedor 
time-based. Both not 
highly available.

Viotti, Paolo, and Marko �s�µ�l�}�o�]��. "Consistency in Non-
Transactional Distributed Storage Systems." arXiv(2015).

Writes in one session are 
strictly orderedon all 
replicas.

Versions a client reads in 
a session increase
monotonically.

Clients directly 
see their own 
writes.

If a value is read, any causally 
relevant data items that lead to 
that value are available, too.

Strategies:
�‡ Single-mastered reads and 

writes
�‡ Multi-master replication with 

consensus on writes



Problem: Terminology

Bailis, Peter, et al. "Highly available transactions: Virtues and 
limitations."Proceedings of the VLDB Endowment7.3 (2013): 181-192.

V., Paolo, and M. �s�µ�l�}�o�]��. "Consistency in Non-Transactional 
Distributed Storage Systems." ACM CSUR (2016).



Definition:Once the user has written a value, subsequent reads will 
return this value (or newer versions if other writes occurred in 
between); the user will never see versions older than his last write.

Read YourWrites(RYW)

Wiese, Lena. Advanced Data Management: For SQL, NoSQL, Cloud 
and Distributed Databases. De Gruyter, 2015.

https://blog.acolyer.org/2016/02/26/distributed-consistency-
and-session-anomalies/



Definition:Once a user has read a version of a data item on one replica 
server, it will never see an older version on any other replica server

Monotonic Reads (MR)

Wiese, Lena. Advanced Data Management: For SQL, NoSQL, Cloud 
and Distributed Databases. De Gruyter, 2015.

https://blog.acolyer.org/2016/02/26/distributed-consistency-
and-session-anomalies/



Definition:Once a user has written a new value for a data item in a 
session, any previous write has to be processed before the current 
one. I.e., the order of writes inside the session is strictly maintained.

MontonicWrites(MW)

Wiese, Lena. Advanced Data Management: For SQL, NoSQL, Cloud 
and Distributed Databases. De Gruyter, 2015.

https://blog.acolyer.org/2016/02/26/distributed-consistency-
and-session-anomalies/



Definition:When a user reads a value written in a session after that 
session already read some other items, the user must be able to see 
those causally relevant values too.

WritesFollow Reads (WFR)

Wiese, Lena. Advanced Data Management: For SQL, NoSQL, Cloud 
and Distributed Databases. De Gruyter, 2015.

https://blog.acolyer.org/2016/02/26/distributed-consistency-
and-session-anomalies/



PRAM andCausalConsistency

�` Combinationsof previoussessionconsistencyguarantess
�CPRAM = MR + MW + RYW
�CCausalConsistency= PRAM + WFR

�` All consistencylevelup to causalconsistencycanbe
guaranteedwith high availability

�` Example: Bolt-on causalconsistency

Bailis, Peter, et al. "Bolt-on causal consistency." 
Proceedings of the 2013 ACM SIGMOD, 2013.



BoundedStaleness

�` Eithertime-based:

�` Orversion-based:

�` Botharenot achievablewith high availability

Wiese, Lena. Advanced Data Management: For SQL, NoSQL, Cloud 
and Distributed Databases. De Gruyter, 2015.

t-Visibility (�4-atomicity):the inconsistency window comprises 
at most t time units; that is, any value that is returned upon 
a read request was up to date t time units ago.

k-Staleness:the inconsistency window comprises at most k 
versions; that is, lags at most k versions behind the most 
recent version.





NoSQLStorage Management
In a Nutshell

Promotes durabilityof 
write operations.

Increases write 
throughput.

Is good for 
read latency.

Improves 
latency.





LocalSecondaryIndexing
PartitioningByDocument

Kleppmann, Martin. "Designing data-intensive 
applications." (2016).

Partition I

Key Color

12 Red

56 Blue

77 Red

Term Match

Red [12,77]

Blue [56]

D
at

a
In

de
x

Partition II

Key Color

104 Yellow

188 Blue

192 Blue

Term Match

Yellow [104]

Blue [188,192]

D
at

a
In

de
x

WHERE color =blue

Scatter-gatherquery 
pattern.

Indexing is always 
local to a partition.�‡ MongoDB

�‡ Riak
�‡ Cassandra
�‡ Elasticsearch
�‡ SolrCloud
�‡ VoltDB

Implemented in



Global SecondaryIndexing
PartitioningByTerm

Kleppmann, Martin. "Designing data-intensive 
applications." (2016).

Partition I

Key Color

12 Red

56 Blue

77 Red

Term Match

Yellow [104]

Blue [56, 188,192]

D
at

a
In

de
x

Partition II

Key Color

104 Yellow

188 Blue

192 Blue

Term Match

Red [12,77]

D
at

a
In

de
x

WHERE color =blue

Targeted Query

Consistent Index-
maintenance requires 
distributed transaction.�‡ DynamoDB

�‡ Oracle Datawarehouse
�‡ Riak(Search)
�‡ Cassandra (Search)

Implemented in



�` LocalSecondaryIndexing: Fast writes, scatter-gather
queries

�` Global SecondaryIndexing: Slow or inconsistentwrites,
fast queries

�` (Distributed) Query Planning: scarcein NoSQLsystems
but increasing(e.g. left-outer equi-joinsin MongoDB
and�}-joinsin RethinkDB)

�` Analytics Frameworks: fallbackfor missingquery
capabilities

�` MaterializedViews: similarto global indexing

Query Processing Techniques
Summary



Howarethe techniquesfrom the NoSQL
toolboxusedin actualdatastores?



Outline

�‡ Overview& Popularity
�‡ Core Systems:

�‡ Dynamo
�‡ BigTable

�‡ Riak
�‡ HBase
�‡ Cassandra
�‡ Redis
�‡ MongoDB

NoSQLFoundationsand
Motivation

The NoSQLToolbox: 
Common Techniques

NoSQLSystems &
DecisionGuidance

ScalableReal-Time 
Databases andProcessing



NoSQLLandscape

Document

Wide Column

Graph

Key-Value

Project Voldemort

Google
Datastore



Popularity(Feb 2019)

Scoring: Google/Bing results, Google Trends, Stackoverflow, job
offers, LinkedIn

# System Model

1. Oracle Relational DBMS

2. MySQL Relational DBMS

3. MS SQL Server Relational DBMS

4. PostgreSQL Relational DBMS

5. MongoDB Documentstore

6. DB2 Relational DBMS

7. Microsoft Access Relational

8. Redis Key-valuestore

9. ElasticSearch Search engine

10. SQLite Relational DBMS

11. Cassandra Wide columnstore
12. MariaDB Relational DBMS
13. Splunk Search engine
14. Teradata Search engine
15. Hive Relational
16. Solr Relational DBMS
17. HBase Relational DBMS
18. FileMaker Relational
19. SAP Adaptive Server Relational DBMS
20. SAP HANA Relational DBMS
21. Amazon DynamoDB Multi-model
22. Neo4j Graph DB
23. Couchbase Documentstore
24. Memcached Key-valuestore
25. SQL Azure Multi-model

http://db-engines.com/de/ranking



NoSQL: Still a Thing in 2019

https://trends.google.com/trends/expl
ore?date=today%205-y&q=nosql



2003
2004
2005
2006
2007
2008
2009
2010
2011
2012
2013
2014
2015

History
Google File System

MapReduce

CouchDB

MongoDBDynamo

Cassandra

Riak

MegaStore

F1

Redis

HyperDeX Spanner

CouchBase

Dremel

Hadoop&HDFS
HBase

BigTable

Espresso

RethinkDB

CockroachDB



�` BigTable(2006, Google)
�CConsistent, Partition Tolerant
�CWide-Columndatamodel
�CMaster-based, fault-tolerant, large clusters(1.000+ Nodes), 

HBase, Cassandra, HyperTable, Accumolo

�` Dynamo(2007, Amazon)
�CAvailable, Partition tolerant
�CKey-Valueinterface
�CEventuallyConsistent, alwayswritable, fault-tolerant
�CRiak, Cassandra, Voldemort, DynamoDB

NoSQLfoundations

Chang, Fay, et al. "Bigtable: A distributed storage system 
for structured data."

DeCandia, Giuseppe, et al. "Dynamo: Amazon'shighly
availablekey-valuestore."



�` Developedat Amazon (2007)
�` Shardingof dataovera ring of nodes
�` Eachnodeholdsmultiple partitions
�` Eachpartition replicatedNtimes

Dynamo (AP)

DeCandia, Giuseppe, et al. "Dynamo: Amazon's
highlyavailablekey-valuestore."



�` Naive approach: Hash-partitioning(e.g. in Memcache, 
RedisCluster)

ConsistentHashing

partition = hash(key) % server_count



�` Solution: ConsistentHashing�t mappingof datato
nodesisstableundertopologychanges

ConsistentHashing

hash(key)

position= hash(ip)

�r�t�5�:�4



�` Extension: Virtual Nodes for Load Balancing

ConsistentHashing

�r�t�5�:�4

B1

B2

B3

A1

A2

A3

C1

C2

C3

B takesover
two thirds of
A

C takesover
onethird of
A

Range transferred



Reading
Parameters R, W, N

�` An arbitrarynodeactsasa coordinator
�` N:  numberof replicas
�` R:  numberof nodesthat needto confirma read
�` W: numberof nodesthat needto confirma write

N=3
R=2
W=1



�` N(Replicas), W (Write Acks), R(Read Acks)
�C�4 
E �9 
Q �0 �œNoguarantee
�C�4 
E �9 
P �0 �œnewestversionincluded

Quorums

A B C D

E F G H

I J K L

N = 12, R = 3, W = 10

A B C D

E F G H

I J K L

N = 12, R = 7, W = 6
Write-Quorum

Read-Quorum



Writing

�` W Servers haveto acknowledge

N=3
R=2
W=1



Hinted Handoff

�` Next nodein the ring maytakeover, until original node
isavailableagain:

N=3
R=2
W=1



Vector clocks

�` Dynamo usesVectorClocksfor versioning

C. J. Fidge, Timestamps in message-passing systems 
that preserve the partial ordering (1988)



VersioningandConsistency

�` �4 
E �9 
Q �0 �œno consistencyguarantee
�` �4 
E �9 
P �0 �œnewestackedvalueincludedin reads
�` VectorClocksusedfor versioning

Read Repair



ConflictResolution

�` The applicationmergesdatawhenwriting (Semantic
Reconciliation)



Merkle Trees: Anti-Entropy

�` Every Second: Contactrandomserverandcompare

Hash
0-0

Hash
0-1

Hash
1-0

Hash
1-1

Hash
0

Hash
1

Hash

Hash
0-0

Hash
0-1

Hash
1-0

Hash
1-1

Hash
0

Hash
1

Hash



�` TypicalConfigurations:

Quorum

Performance 
(Cassandra Default)N=3, R=1, W=1

Quorum, fast 
Writing: N=3, R=3, W=1

Quorum, fast 
Reading N=3, R=1, W=3

Trade-off (Riak
Default) N=3, R=2, W=2

LinkedIn (SSDs):
�2 �?�K�J�O�E�O�P�A�J�P
R�{�{�ä�{�¨
nach �s�ä�z�w�I�O

P. Bailis, PBS Talk: http://www.bailis.org/talks/twitter-pbs.pdf



�4+ �9 > �0 doesnot implylinearizability

�` Considerthe followingexecution:

Writer

Replica1

Replica2

Replica3

Reader A

Reader B

setx=1

ok

ok

0

1

get x �Æ1

0

0

get x �Æ0

ok

Kleppmann, Martin. "Designing data-
intensive applications." (2016).



�` Goal: avoidmanualconflict-resolution
�` Approach:

�CState-based�t commutative, idempotentmergefunction
�COperation-based�t broadcastsof commutativeupates

�` Example: State-basedGrow-only-Set (G-Set)

CRDTs
Convergent/CommutativeReplicatedData Types

Marc Shapiro, NunoPreguica, Carlos Baquero, andMarek 
Zawirski"Conflict-freeReplicatedData Types"

Node1 Node2

�5�5 
L �<�= �5�6 
L �<�=
add(x)

�5�5 
L �<�T�=
add(y)

�5�6 
L �<�U�=

�5�6 
L �I�A�N�C�A�U�á�T

L �<�T�á�U�=

�5�5 
L �I�A�N�C�A�T�á�U

L �<�T�á�U�=

�5�5

�5�6



�` Open-Source Dynamo-Implementation
�` ExtendsDynamo:

�CKeys aregroupedto Buckets
�CKV-pairsmayhavemetadataandlinks
�CMap-Reducesupport
�CSecondaryIndices, Update Hooks, SolrIntegration
�COption for stronglyconsistentbuckets(experimental)
�CRiakCS: S3-like file storage, RiakTS: time-seriesdatabase

Riak(AP) Riak
Model:

Key-Value

License:

Apache 2

Written in:

Erlang und C



�` Implementedasstate-basedCRDTs:

RiakData Types

Data Type Convergencerule

Flags enablewinsoverdisable

Registers The most chronologically recent value wins, based 
on timestamps

Counters Implemented as a PN-Counter, so all increments 
and decrements are eventually applied. 

Sets If an element is concurrently added and removed, 
the add will win

Maps If a field is concurrently added or updated and 
removed, the add/update will win

http://docs.basho.com/riak/kv/2.1.4/learn/concepts/crdts/



�` Hooks:

�` Riak Search:

Hooks & Search

Update/Delete/Create

Response

JS/Erlang Pre-Commit Hook

JS/Erlang Post-Commit Hook

Riak_search_kv_hook

Term Dokument

database 3,4,1

rabbit 2

Search Index
/ solr / mybucket / select?q =user:emil

Update/Delete/Create



Riak Map-Reduce
K

no
te

n 
3

nosql_dbs

K
no

te
n 

2
K

no
te

n 
1 Map

Map

Map

Reduce

45

4

445

Map

Map

Map

Reduce

6

12

678

Map

Map

Map

Reduce

9

3

49

494

696

61

Reduce
1251

{
" model" : " key- value ",
" release " : 2007,
" stackoverflow_questions " : 445

}

function (v ) {
var json = v.values [0]. data ;
return [{ count : json.stackoverflow_questions }];

}

function ( mapped) {
var sum = 0;
for ( var i in mapped) {

sum += i.count ;
}
return [{ count : 0}];

}

POST /mapred

http://docs.basho.com/riak/latest/tutorials/querying/MapReduce/



�` JavaScript/Erlang, stored/ad-hoc
�` Pattern: ChainableReducers
�` Key-Filter: Narrow down input
�` Link Phase: Resolveslinks

Riak Map-Reduce

Map Reduce

" key- filter" : [  
[" string_to_int "],
[" less_than ", 100]

]

"link" : {  
" bucket ":" nosql_dbs "

}

Same
Data Format



RiakCloud Storage

Amazon S3
API

Stanchion:
Request 
Serializer

1MB Chunks
Files



�` AvailableandPartition-Tolerant
�` ConsistentHashing: hash-baseddistributionwith stability

undertopologychanges(e.g. machinefailures)
�` Parameters: N (Replicas), R(Read Acks), W (Write Acks)

�CN=3, R=W=1 �Æfast, potentiallyinconsistent
�CN=3, R=3, W=1 �Æslowerreads, mostrecentobjectversioncontained

�` VectorClocks: concurrentmodificationcanbedetected, 
inconsistenciesarehealedby the application

�` API: Create, Read, Update, Delete (CRUD) on key-valuepairs
�` Riak: Open-Source Implementation of the Dynamo paper

Summary: Dynamo andRiak



Dynamo andRiak
Classification

Range-
Sharding

Hash-
Sharding

Entity-Group 
Sharding

Consistent
Hashing

Shared
DiskSharding

Replication

Storage
Management

Query
Processing

Trans-
action

Protocol

Sync.
Replica-

tion

Logging
Update-
in-Place

Global 
Index

Local
Index

Async.
Replica-

tion

Primary 
Copy

Update 
Anywhere

Caching
In-

Memory
Append-Only

Storage

Query 
Planning Analytics

Materialized
Views



�` Remote DictionaryServer
�` In-Memory Key-Value Store
�` AsynchronousMaster-Slave Replication
�` Data model: richdatastructuresstoredunderkey
�` Tunablepersistence: loggingandsnapshots
�` Single-threadedevent-loop design (similarto Node.js)
�` Optimisticbatchtransactions(Multi blocks)
�` Veryhigh performance: >100k ops/sec per node
�` RedisCluster addssharding

Redis(CA) Redis
Model:

Key-Value

License:

BSD

Written in:

C



�` Redis Codebase�� 20K LOC

RedisArchitecture



�` �����(���µ�o�š�W���cEventually�W���Œ�•�]�•�š���v�š�^
�` AOF: AppendOnlyFile (~Commitlog)
�` RDB: Redis Database Snapshot

Persistence

config set save 60 1000

config set appendonly everysec

fsync () everysecond

Snapshot every60s,
if > 1000 keyschanged



Persistence

1. Resistenceto client
crashes
2. Resistenceto DB process
crashes
3. Resistenceto hardware
crasheswith Write-Through
4. Resistenceto hardware
crasheswith Write-Back



�` PostgreSQL:
> synchronous_commit on

> synchronous_commit off

> fsync false

> pg_dump

Persistence: Redisvsan RDBMS

�` Redis:
> appendfsync always

> appendfsync everysec

> appendfysnc no

> save oder bgsave

Latency> Disk Latency, Group Commits, Slow

periodicfsync () , datalosslimited

Data corruptionandlosspossible
Data losspossible, corruption

prevented



Master-Slave Replication

> SLAVEOF 192.168.1.1 6379
< +OK

Memory Backlog

Slave Offsets

Stream



�` String, List, Set, Hash, SortedSet

Data structures

"<html><head�E�Y�—String

{23, 76, 233, 11}Set

web:index

users:2:friends

[234, 3466, 86,55]List users:2:inbox

Theme �\ "dark", cookies �\ "false"Hash users:2:settings

466 �\ "2", 344  �\ "16"SortedSet top-posters

"{event: 'commentposted�–�U���š�]�u�����W���Y�—Pub/Sub users:2:notifs



Data Structures

�` (Linked) Lists:

234 3466 86

LPUSH RPUSH

RPOP

LREM inbox 0 3466

BLPOP

LPOP

Blocks until element
arrives

55

LINDEX inbox 2

LRANGE inbox 1 2

LLEN

inbox

4

LPUSHX

Onlyif list
exists



Data Structures

�` Sets:

23
76
233
11

SADD

SREM

SCARD

user:2:friends

4

SMEMBERS

SISMEMBER

false

23   10   2   28   325   64   70 user:5:friends

SINTER SINTERSTORE common_friends
user:2 friends user:5:friends

23 common_friends

SRANDMEMBER



Data Structures

�` Pub/Sub: "{event: 'commentposted�–�U���š�]�u�����W���Y�—users:2:notifs

PUBLISH user:2:notifs
"{

event : ' comment posted ',
�–�‹�•�‡���[���]

}"

SUBSCRIBE user:2:notifs

{
event : ' comment posted ',
�–�‹�•�‡���[���]

}



�` Bit array of length m andk independent hash functions
�` insert(obj): add to set
�` contains(obj): might give a false positive

Example: Bloom filters
Compact ProbabilisticSets

https://github.com/Baqend/
Orestes-Bloomfilter



�` Bitvectorsin Redis: String + SETBIT, GETBIT, BITOP

Bloomfiltersin Redis

public void add( byte [] value ) {

for ( int position : hash( value )) {

jedis . setbit ( name, position , true );

}

}

public void contains ( byte [] value ) {
for ( int position : hash( value ))

if (! jedis. getbit ( name, position ))
return false;

return true;
}

Jedis: Redis Client for Java

SETBIT createsandresizes
automatically



�` If the Bloom filter uses7 hashes: 7 roundtrips
�` Solution: RedisPipelining

Pipelining



�` Common Pattern: distributedsystemwith sharedstate
in Redis

�` Example- Improveperformancefor legacysystems:

Redisfor distributedsystems



RedisBloom filters
Open Source

https://github.com/Baqend/
Orestes-Bloomfilter



WhyisRedisso fast? 

Pessimistic
transactions

areexpensive

Data in RAM

Single-threading

Operationsare
lock-free

AOF

NoQuery
Parsing

Harizopoulos, Stavros, Madden, Stonebraker"OLTP through 
the looking glass, and what we found there."



�` MULTI: AtomicBatch Execution
�` WATCH:  Conditionfor MULTI Block

OptimisticTransactions

WATCHusers:2:followers, users:3:followers

MULTI

SMEMBERSusers:2:followers

SMEMBERSusers:3:followers

INCR transactions

EXEC

Onlyexecutedif
bother keysare

unchanged Queued

Queued

Bulkreplywith 3 results

Queued



LuaScripting

SCRIPT LOAD
--lockscript, parameters: lock_key, lock_timeout

local lock = redis.call('get', KEYS[1])

if not lock then

return redis.call('setex', KEYS[1], ARGV[1], "locked")

end

return false

Script Hash

EVALSHA $hash 1 
" mylock " "10"

Script Cache

1

Ierusalimschy, Roberto. Programming in lua. 2006.



RedisCluster
Native Shardingin Readis

http://redis.io/topics/cluster-spec

�` Idea: Client-drivenhash-basedsharing�~���Z���ï�î�U���chashslots�^�•
�` Asynchronousreplicationwith failover(variant of �Z���(�š�Z�•

leaderelection)
�CConsistency: not guaranteed, last failoverwins
�CAvailability: onlyon the majoritypartition

�ÆneitherAP nor CP

Client

RedisMaster

RedisMaster

RedisSlave

RedisSlave

8192-16384

0-8192

Full-Mesh
Cluster Bus

- Nomulti-keyoperations
- Pinningvia key: {user1}.followers



�` Comparableto Memcache

Performance

0
10000
20000
30000
40000
50000
60000
70000
80000

R
eq

ue
st

s 
pr

o 
S

ek
un

de

Operation

> redis - benchmark - n 100000 - c 50



ExampleRedisUse-Case: Twitter

http://www.infoq.com/presentations/Real-Time-Delivery-Twitter

>150 million users
~300k timelinequerys/s

�` Per User: one
materializedtimelinein 
Redis

�` Timeline = List
�` Key: User ID

RPUSHXuser_id tweet



Classification: Redis
Techniques

Range-
Sharding

Hash-
Sharding

Entity-Group 
Sharding

Consistent
Hashing

Shared
DiskSharding

Replication

Storage
Management

Query
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Trans-
action

Protocol

Sync.
Replica-

tion

Logging
Update-
in-Place

Global 
Index

Local
Index

Async.
Replica-

tion

Primary 
Copy

Update 
Anywhere

Caching
In-

Memory
Append-Only

Storage

Query 
Planning Analytics

Materialized
Views



�` PublishedbyGoogle in 2006
�` Original purpose: storingthe Google searchindex

�` Data modelalso usedin: HBase, Cassandra, HyperTable, 
Accumulo

Google BigTable(CP)

A Bigtableisa sparse, 
distributed, persistent 

multidimensional sorted map. 

Chang, Fay, et al. "Bigtable: A distributed storage system 
for structured data."



�` Storage of crawledweb-�•�]�š���•���~�cWebtable�^�•�W

Wide-ColumnData Modelling

Column-Family:  
contents

com.cnn.www cnnsi.com : "CNN" my.look.ca : "CNN.com"

Column-Family:  
anchor

content: "<html�E�Y�—
content: "<html�E�Y�—

content: "<html�E�Y�—

t5

t3

t6

1. Dimension: 
RowKey

2. Dimension: 
CF:Column

3. Dimension: 
Timestamp

Sparse
Sorted



Rows

A-C

C-F

F-I

I-M

M-T

T-Z

Range-basedSharding
BigTableTablets

TabletServer 1

A-C

I-M

TabletServer 2

C-F

M-T

TabletServer 3

F-I

T-Z

Controls Ranges, Splits, Rebalancing

Tablet: Range partition of orderedrecords



Architecture
ACLs, Garbage
Collection, 
Rebalancing

Master Lock, Root 
MetadataTablet

Stores Ranges,
Answersclient
requests

Stores dataand
commit log



�` Goal: Append-OnlyIO whenwriting (no diskseeks)
�` Achievedthrough: Log-Structured MergeTrees
�` Writesgoto an in-memory memtablethat isperiodically

persistedasan SSTableaswell asa commitlog
�` Readsquerymemtableandall SSTables

Storage: Sorted-String Tables



�` Writes: In-Memory in Memtable
�` SSTablediskaccessoptimizedbyBloom filters

Storage: Optimization



�` Open-Source Implementation of BigTable
�` Hadoop-Integration

�CData sourcefor Map-Reduce
�CUsesZookeeperandHDFS

�` Data modellingchallenges: keydesign, tall vswide
�CRowKey: onlyaccesskey(no indices) �Ækeydesign important
�CTall: goodfor scans
�CWide: goodfor gets, consistent(single-row atomicity)

�` Notyping: applicationhandlesserialization
�` Interface: REST, Avro, Thrift

Apache HBase(CP) HBase
Model:

Wide-Column

License:

Apache 2

Written in:

Java



HBaseStorage

Key cf1:c1 cf1:c2 cf2:c1 cf2:c2

r1

r2

r3

r4

r5

r1:cf2:c1:t1:< value >

r2:cf2:c2:t1:< value >

r3:cf2:c2:t2:< value >

r3:cf2:c2:t1:< value >

r5:cf2:c1:t1:< value >

r1:cf1:c1:t1:< value >

r2:cf1:c2:t1:< value >

r3:cf1:c2:t1:< value >

r3:cf1:c1:t2:< value >

r5:cf1:c1:t1:< value >

HFilecf2

HFilecf1

�` Logical to physicalmapping:
Key Design �t whereto storedata:
r2:cf2:c2:t1:<value>
r2-<value>:cf2:c2:t1:_
r2:cf2:c2<value>:t1:_

George, Lars.HBase: the definitive guide. 2011.

In Value
In Key
In Column



Example: Facebook Insights
Extraction
every30 min

Log

6PM
Total

6PM
Male

�Y 01.01
Total

01.01
Male

�Y�� Total Male �Y

10 7 100 65 1000 567

MD5(ReversedDomain) + ReversedDomain + URL-ID RowKey

CF:Daily CF:Monthly CF:All

�>���Œ�•���'���}�Œ�P���W���^�����À���v��������
HBase�^���Z���u���������•�]�P�v�_

AtomicHBase
Counter

TTL�t automaticdeletionof
old rows



�` TallvsWide Rows:
�CTall: goodfor Scans
�CWide: goodfor Gets

�` Hotspots: SequentialKeys (z.B. Timestamp) dangerous

Schema Design

Performance

Key
Sequential Random

George, Lars.HBase: the definitive guide. 2011.



Schema: Messages

ID:User+Message CF Column Timestamp Message

12345-5fc38314-e290-ae5da5fc375d data : 1307097848 "Hi Lars, ..."

12345-725aae5f-d72e-f90f3f070419 data : 1307099848 "Welcome, and..."

12345-cc6775b3-f249-c6dd2b1a7467 data : 1307101848 "ToWhomIt ..."

12345-dcbee495-6d5e-6ed48124632c data : 1307103848 "Hi, how are..."

vs

User ID CF Column Timestamp Message

12345 data 5fc38314-e290-ae5da5fc375d 1307097848 "Hi Lars, ..."

12345 data 725aae5f-d72e-f90f3f070419 1307099848 "Welcome, and ..."

12345 data cc6775b3-f249-c6dd2b1a7467 1307101848 "To Whom It ..."

12345 data dcbee495-6d5e-6ed48124632c1307103848 "Hi, how are..."

Wide:
Atomicity
Scan overInbox: Get

Tall:
Fast Message Access

Scan overInbox: Partial Key Scan

http://2013.nosql -matters.org/cgn/wp -content/uploads/2013/05/
HBase-Schema-Design-NoSQL-Matters-April-2013.pdf



API: CRUD + Scan

HTable table = ...
Get get = new Get( "my- row" );
get . addColumn( Bytes . toBytes ( "my- cf " ), Bytes . toBytes ( "my- col" ));
Result result = table.get ( get );

table.delete ( new Delete ( "my- row" ));

Scan scan = new Scan();
scan. setStartRow ( Bytes . toBytes ( "my- row- 0" ));
scan. setStopRow( Bytes . toBytes ( "my- row- 101" ));
ResultScanner scanner = table.getScanner ( scan)
for ( Result result : scanner ) { }

> elastic - mapreduce -- create --
hbase -- num- instances 2 -- instance -
type m1.large

Setup Cloud Cluster:
> whirr launch - cluster -- config
hbase.properties

Login, clustersize, etc.



API: Features

TableMapReduceUtil . initTableMapperJob (
tableName, //Table
scan, //Data input as a Scan
MyMapper. class , ... // usually a TableMapper <Text,Text > );

�` RowLocks(MVCC): table.lockRow (), unlockRow()

�CProblem: Timeouts, Deadlocks, Ressources

�` ConditionalUpdates: checkAndPut (), checkAndDelete ()

�` CoProcessors- registrieredJava-Classesfor:
�CObservers(prePut , postGet , etc.) 
�CEndpoints (StoredProcedures)

�` HBasecanbea HadoopSource:



�` Data model: �N�K�S�G�A�U�á�?�B�ã�?�K�H�Q�I�J�á�P�E�I�A�O�P�=�I�L�\
�R�=�H�Q�A

�` API: CRUD + Scan(start-key, end-key) 
�` Usesdistributedfile system(GFS/HDFS)
�` Storage structure: Memtable(in-memory datastructure) 

+ SSTable(persistent; append-only-IO)
�` Schema design: onlyprimarykeyaccess�Æimplicit

schema(keydesign) needsto becarefullyplanned
�` HBase: veryliteralopen-sourceBigTableimplementation

Summary: BigTable, HBase



Classification: HBase
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�` Published2007 byFacebook
�` Idea:

�C���]�P�d�����o���Z�•wide-columndatamodel
�CDynamo ring for replicationandsharding

�` Cassandra Query Language (CQL): SQL-like query- and
DDL-language

�` Compoundindices: partitionkey(shardkey) + clustering
key(orderedper partition key) �ÆLimited rangequeries

Apache Cassandra (AP) Cassandra
Model:

Wide-Column

License:

Apache 2

Written in:

Java



Architecture

Stores SSTables
andCommit Log

Replication, 
Gossip, etc.

Stateful
Communication

Stores Rows

Stores Primary Key Index 
(SeekPosition)

Random Partitioner

MD5(key)

Order Preservering
Partitioner

key

Snitch: Rack, Datacenter, 
EC2 Region Information

Hashing:



�` NoVectorClocksbut Last-Write-Wins
�Î Clocksynchronisationrequired

�` NoVersionierungthat keepsold cells

Consistency

Write Read

Any -

One One

Two Two

Quorum Quorum

Local_Quorum/ Each_Quorum Local_Quorum/ Each_Quorum

All All



�` CoordinatorchoosesnewestversionandtriggersRead 
Repair

�` Downside: upon conflicts, changesarelost

Consistency

Version A Version A Version A

C1: writes B C3 : readsC

Write( One) Read(All)

Version B Version B Version A

C2: writes C

Version CVersion C Version CVersion C

Write( One)



�` UsesBigTablesColumnFamily Format

Storage Layer

KeySpace: music

ColumnFamily: songs

�(�ô�î�ô�ï�í�Y title: Andante
album: New 

World Symphony
artist: Antonin 

Dvorak

�í�ð�ð�ì�ñ�î�Y
title: Jailhouse

Rock
artist: Elvis 

Presley

RowKey: Mapping to
Server

Sparse

Type validatedby
Validation Class UTFType

Comparatordetermines
order

http://www.datastax.com/dev/blog/cql3 -for-cassandra-experts



�` EnablesScans despiteRandom Partitioner

CQL Example: Compoundkeys

CREATE TABLE playlists (
id uuid ,
song_order int ,
song_id uuid , ...
PRIMARY KEY ( id, song_order )

);

id song_order song_id artist

23423 1 64563 Elvis

23423 2 f9291 Elvis

Partition Key
Clustering Columns: 
sortedper node

SELECT * FROM playlists
WHEREid = 23423
ORDER BYsong_order DESC
LIMIT 50;



�` Distributed Counters �t preventupdate anomalies
�` Full-text Search(Solr) in Commercial Version
�` ColumnTTL �t automaticgarbagecollection
�` Secondaryindices: hiddentablewith mapping

�Æquerieswith simple equalitycondition
�` Lightweight Transactions: linearizableupdatesthrougha 

Paxos-like protocol

Other Features

INSERT INTO USERS (login, email, name, login_count )
values (' jbellis ', 'jbellis@datastax.com', 'Jonathan Ellis', 1)
IF NOT EXISTS
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�` Fromhumongous�� gigantic
�` Schema-free documentdatabasewith

tunableconsistency
�` Allowscomplexqueriesandindexing
�` Sharding(either range- or hash-based)
�` Replication (eithersynchronousor asynchronous)
�` Storage Management:

�CWrite-aheadloggingfor redos(journaling)
�CStorage Engines: memory-mappedfiles, in-memory, Log-

structuredmergetrees(WiredTiger�•�U���Y

MongoDB(CP) MongoDB
Model:

Document

License:

GNU AGPL 3.0

Written in:

C++



Basics
> mongod &
> mongo imdb
MongoDBshell version: 2.4.3
connecting to: imdb
> show collections
movies
tweets
> db.movies.findOne ({title : "Iron Man 3"})
{

title : "Iron Man 3" ,
year : 2013 ,
genre : [

"Action" ,
" Adventure " ,
" Sci - Fi " ],

actors : [
" Downey Jr., Robert" ,
" Paltrow , Gwyneth" ,]

}

Properties

Arrays, Nestingallowed



Data Modelling

{
"_ id " : ObjectId ("51a5d316d70beffe74ecc940")
title : "Iron Man 3" ,
year : 2013,
rating : 7.6,
director : "Shane Block" ,
genre : [ "Action" ,

" Adventure " ,
" Sci - Fi " ],

actors : [ " Downey Jr., Robert" ,
" Paltrow , Gwyneth" ],

tweets : [ {
" user " : "Franz Kafka" ,
" text " : "# nowwatching Iron Man 3" ,
" retweet " : false ,
" date " : ISODate("2013 - 05- 29T13:15:51Z")

}]
} Movie Document

Denormalisationinstead
of joins

Nestingreplaces1:n  
and1:1 relations

Schemafreeness: 
Attributes per document

Unit of atomicity: 
document

Principles



Sharding:
-Shardingattribute
-Hash vs. rangesharding

Shardingund Replication

configconfigconfig

mongos

ReplicaSet

ReplicaSet

Master

Slave

Slave

Master

Slave

Slave

-Receivesall writes
-Replicatesasynchronously

-Load-Balancing
-cantriggerrebalancingof
chunks(64MB) andsplitting

mongos

Controls Write Concern:
Unacknowledged, Acknowledged, 
Journaled, ReplicaAcknowledged



MongoDBExampleApp



DBObject query = new BasicDBObject ( " tweets.coordinates " ,

new BasicDBObject ( " $exists " , true ));

db. getCollection ( " movies " ). find ( query );

Or in JavaScript:

db.movies. find ({ tweets.coordinates : { " $exists " : 1}})

Overhead causedby large results�\ projection

MongoDBbyExample



db.tweets. find ({coordinates : {" $exists " : 1}},

{text:1, movie:1, "user.name":1, coordinates:1})

. sort ({id: - 1})

Projectedattributes, orderedby insertiondate



db.movies. ensureIndex ({title : 1})

db.movies. find ({title : /^ Incep /}).limit(10)

Index usage:
db.movies.find({title : /^Incep/}).explain().millis= 0
db.movies.find({title : /^Incep/ i}).explain().millis= 340



db.movies. update ({_id: id ), {" $set " : {"comment" : c}})
or:

db.movies. save( changed_movie);



fs = new GridFs ( db);

fs.createFile ( inputStream ).save();

File
GridFS

API
256 KB
Blocks

Mongo
DB



db.tweets. ensureIndex ({coordinates : "2dsphere"})

db.tweets. find ({" $near " : {"$geometry" : �] }})

GeospatialQueries:
�‡ Distance
�‡ Intersection
�‡ Inclusion



db.tweets. runCommand( " text ", { search: " StAr trek" } )

Full-text Search:
�‡ Tokenization, StopWords
�‡ Stemming
�‡ Scoring



�` Aggregation Pipeline Framework:

�` Alternative: JavaScript MapReduce

AnalyticCapabilities

Sort Group

Match: Selection
by query

Grouping, e.g. 
{ _id : "$author",
docsPerAuthor: { $sum: 1 }, 
viewsPerAuthor: { $sum: "$views" } }} );

Projection Unwind: 
eliminationof
nesting

Skip and
Limit



�` Range-based:

�` Hash-based:

Sharding In the optimal case only one
shard asked per query , else: 
Scatter - and - gather

Even distribution ,
no locality

docs.mongodb.org/manual/core/sharding-introduction/



�` Splitting:

�` Migration:

Sharding
Split chunks that are
too large

Mongos Load Balancer
triggers rebalancing

docs.mongodb.org/manual/core/sharding-introduction/
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�` Schema-free JSON store
�` Allowscomplexqueries, full-text search, 

aggregation, facets�U�Y
�` Localindexing
�` Hash-basedsharding, but customroutingavailable
�` Synchronousreplication
�` Storage Management:

�CWrite-aheadlogging
�CLucenefor localdatastorage

Elasticsearch(CP) Elasticsearch
Model:

Search Engine

License:

Elastic/Apache 2.0

Written in:

Java



Classification: Elasticsearch
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�` Neo4j(ACID, replicated, Query-language)

�` HypergraphDB(directedHypergraph, BerkleyDB-based)

�` Titan(distributed, Cassandra-based)

�` ArangoDB, OrientDB�~�c�u�µ�o�š�]-�u�}�����o�^�•

�` SparkleDB(RDF-Store, SPARQL)

�` InfinityDB(embeddable)

�` InfiniteGraph(distributed, low-level API, Objectivity-based)

Other Systems
Graph databases



�` Aerospike (SSD-optimized)

�` Voldemort(Dynamo-style)

�` Memcache(in-memory cache)

�` LevelDB(embeddable, LSM-based)

�` RocksDB(LevelDB-Forkwith Transactions andColumnFamilies)

�` HyperDex(Searchable, Hyperspace-Hashing, Transactions)

�` Oracle NoSQLdatabase(distributedfrontendfor BerkleyDB)

�` HazelCast(in-memory data-gridbasedon Java Collections)

�` FoundationDB(ACID throughPaxos)

Other Systems
Key-Value Stores



�` CouchDB(Multi-Master, lazysynchronization)

�` CouchBase(distributedMemcache, N1QL~SQL, MR-Views)

�` RavenDB(singlenode, SI transactions)

�` RethinkDB(distributedCP, MVCC, joins, aggregates, real-time)

�` MarkLogic(XML, distributed2PC-ACID)

�` ElasticSearch(full-text search, scalable, unclearconsistency)

�` Solr(full-text search)

�` AzureDocumentDB(cloud-only, ACID, WAS-based)

Other Systems
DocumentStores



�` Accumolo(BigTable-style, cell-level security)

�` HyperTable(BigTable-style, written in C++)

Other Systems
Wide-ColumnStores



�` CockroachDB(Spanner-like, SQL, no joins, transactions)

�` Crate(ElasticSearch-based, SQL, no transactionguarantees)

�` VoltDB(HStore, ACID, in-memory, usesstoredprocedures)

�` Calvin (log- & Paxos-basedACID transactions)

�` FaunaDB(basedon Calvin design, byTwitter engineers)

�` Google F1 (basedon Spanner, SQL)

�` Google Cloud Spanner (ImprovedF1 as a Service)

�` Microsoft Cloud SQL Server (distributedCP, MSSQL-comp.)

�` MySQL Cluster, GaleraCluster, PerconaXtraDBCluster 
(distributedstorageenginefor MySQL)

Other Systems
NewSQLSystems



�` HDFS andHadoop: Map-Reduceplatformfor batch
analytics

�` Spark, Kafka, Storm: In-Memory & Real-Time Analytics
�` Dynamo andRiak: KV-store with consistenthashing
�` Redis: replicated, in-memory KV-store
�` BigTable, HBase, Cassandra: wide-columnstores
�` MongoDB: shardedandreplicateddocumentstore

Summary



�` Service-Level Agreements
�CHowcanSLAs beguaranteedin a virtualized, multi-tenant

cloudenvironment?

�` Consistency
�CWhichconsistencyguaranteescanbeprovidedin a geo-

replicatedsystemwithout sacrificingavailability?

�` Performance & Latency
�CHowcana databasedeliverlow latencyin faceof distributed

storageandapplicationtiers?

�` Transactions
�CCan ACID transactionsbealignedwith NoSQLandscalability?

Open Research Questions
ForScalableData Management



Definition:A transaction is a sequence of operations transforming 
the database from one consistent state to another.

Distributed Transactions
ACID and Serializability

Atomicity

Consistency

Durability

Commit Handling

Constraint Checking

Concurrency Control

Logging & Recovery

Isolation Levels:
1. Serializability
2. Snapshot Isolation
3. Read-Committed
4. Read-Atomic
5. �YIsolation



Distributed Transactions
General Processing

Commit Protocol

Shard Shard Shard

Replicas Replicas Replicas

Concurrency Control Concurrency Control Concurrency Control

Replication Replication Replication

Commit Protocol is not available

Needs to ensure globally 
correct isolation

Strong Consistency �t
needed by Concurrency 
Control



Distributed Transactions
In NoSQL Systems �t An Overview

System Concurrency
Control

Isolation Granularity Commit Protocol

Megastore OCC SR EntityGroup Local

G-Store OCC SR EntityGroup Local

ElasTras PCC SR EntityGroup Local

Cloud SQL Server PCC SR EntityGroup Local

Spanner / F1 PCC / OCC SR / SI Multi-Shard 2PC

Percolator OCC SI Multi-Shard 2PC

MDCC OCC RC Multi-Shard Custom �t 2PC like

CloudTPS TO SR Multi-Shard 2PC

Cherry Garcia OCC SI Multi-Shard Client Coordinated

Omid MVCC SI Multi-Shard Local

FaRMville OCC SR Multi-Shard Local

H-Store/VoltDB DeterministicCC SR Multi-Shard 2PC

Calvin DeterministicCC SR Multi-Shard Custom

RAMP Custom Read-Atomic Multi-Shard Custom



�` SynchronousPaxos-basedreplication
�` Fine-grainedpartitions(entity groups)
�` Basedon BigTable
�` Localcommitprotocol, optmisisticconcurrencycontrol

Distributed Transactions
Megastore �t Synchronous Wide-Area Replication

User

ID
Name

Photo

ID
User
URL

Root Table Child Table

1

n

EG: User + n Photos
�‡ Unit of ACID transactions/ 

consistency
�‡ Localcommitprotocol, 

optimisticconcurrency
control

Spanner

�:�X�����}�Œ�����š�š�����š�����o�X���—�^�‰���v�v���Œ�W���'�}�}�P�o���[�•���P�o�}�����o�o�Ç�����]�•�š�Œ�]���µ�š������
database." TOCS 2013

Idea:
�‡ Auto-shardedEntity Groups
�‡ Paxos-replicationper shard
Transactions:
�‡ Multi-shardtransactions
�‡ SIusingTrueTimeAPI (GPA and

atomicclocks)
�‡ SR basedon 2PL and2PC
�‡ Core of F1 poweringad business

Percolator

Peng, Daniel, and Frank Dabek. "Large-scale Incremental 
Processing Using Distributed Transactions and 
Notifications." OSDI 2010.

Idea:
�‡ Indexingandtransactionsbasedon 

BigTable
Implementation:
�‡ Metadatacolumnsto coordinate

transactions
�‡ Client-coordinated2PC
�‡ Usedfor searchindex(not OLTP)



Distributed Transactions
MDCC �t Multi Datacenter Concurrency Control

App-Server
(Coordinator)

Record-Master
(v)

Record-Master
(u)

Replicas

Replicas

T1= {v �Æ �À�Z�U��
u �Æu�Z�ƒ

v �Æ �À�Z

u �Æu�Z u �Æu�Z

v �Æ �À�Z

PaxosInstanceProperties:

Read Committed Isolation

Geo Replication

Optimistic Commit



Distributed Transactions
RAMP �t Read Atomic Multi Partition Transactions

read objects1

validate2

load other version3

Properties:

Read Atomic Isolation

Synchronization Independence

Partition Independence

Guaranteed Commit

r(x) r(y) w(x) w(y)

r(x) r(y)

Fractured Read

time



Distributed Transactions in the Cloud
The Latency Problem

Interactive Transactions:

OptimisticConcurrencyControl



OptimisticConcurrencyControl
The Abort Rate Problem

�‡ 10.000 objects

�‡ 20 writes per second

�‡ 95% reads



OptimisticConcurrencyControl
The Abort Rate Problem

�‡ 10.000 objects

�‡ 20 writes per second

�‡ 95% reads



Our line of work for improving
scalable transaction processing.



10 ms

50 ms100 ms150 ms

Transaction Abort 
RatesIncrease

Exponentially with
Latency

Problem of OptimisticTransactions
Abort Rates Depend on Latency



1. Cache Sketch: stalenessbarrierat transactionbegin
2. Shorter durationthroughcachedreads
3. Optimisticcommiton top of NoSQL systems

Distributed Cache-Aware Transaction 
Scalable ACID Transactions



15×
FasterTransactions

7×
More Objects Before
Exceeding2 Seconds

Distributed Cache-Aware Transaction 
Speed Evaluation



�` Example: CryptDB
�` Idea: Onlydecryptasmuchasneccessary

Selected Research Challanges
EncryptedDatabases

RDBMS

SQL-Proxy

Encryptsanddecrypts, rewritesqueries

Relational Cloud

C. Curino, et al. "Relational cloud: A database-as-a-service 
�(�}�Œ���š�Z�������o�}�µ���X�^�U�����/���Z���î�ì�í�í

DBaaSArchitecture:
�‡ Encryptedwith CryptDB
�‡ Multi-Tenancythroughlive 

migration
�‡ Workload-aware partitioning

(graph-based)

�‡ Early approach
�‡ Not adoptedin practice, yet

Dreamsolution:
FullHomomorphicEncryption



Research Challanges
Transactions andScalableConsistency

Dynamo Eventual None 1 RT -

YahooPNuts Timeline perkey Single Key 1 RT possible

COPS Causality Multi-Record 1 RT possible

MySQL (async) Serializable StaticPartition 1 RT possible

Megastore Serializable StaticPartition 2 RT -

Spanner/F1 Snapshot IsolationPartition 2 RT -

MDCC Read-Commited Multi-Record 1 RT -

Consistency TransactionalUnit
Commit 
Latency

Data 
Loss?

�'�}�}�P�o���Z�•F1

Shute, Jeff, et al. "F1: A distributed SQL database that scales." Proceedings of the 
VLDB 2013.

Idea:
�‡ Consistentmulti-datacenterreplicationwith

SQL andACID transaction
Implementation:
�‡ Hierarchicalschema(Protobuf)
�‡ Spanner + Indexing+ LazySchema Updates
�‡ OptimisticandPessimisticTransactions

Currentlyveryfew NoSQLDBs implement
consistentMulti-DC replication



�` YCSB(Yahoo Cloud ServingBenchmark)

Selected Research Challanges
NoSQLBenchmarking

Client

W
orkloadG

enerator

P
luggableD

B
 interface

Workload:
1. Operation Mix
2. Record Size
3. Popularity Distribution

Runtime Parameters:
DB host name, 
threads, etc.

Read()
Insert()
Update()
Delete()
Scan()Threads

Stats

DB protocol

Workload Operation Mix Distribution Example

A �t Update Heavy Read:50%
Update: 50%

Zipfian Session Store

B �t Read Heavy Read:95%
Update: 5%

Zipfian PhotoTagging

C �t Read Only Read:100% Zipfian User ProfileCache

D �t Read Latest Read:95%
Insert: 5%

Latest User Status Updates

E �t Short Ranges Scan:95%
Insert: 5%

Zipfian/
Uniform

ThreadedConversations



�` ExampleResult
(Read Heavy):

Selected Research Challanges
NoSQLBenchmarking

YCSB++

S. Patil, M. Polte�U�����š�����o�X�cYcsb++: benchmarking and 
performance debugging advanced features in scalable 
�š�����o�����•�š�}�Œ���•�^�U���^�K�������î�ì�í�í

�‡ Clients coordinatethrough
Zookeeper

�‡ Simple Read-After-Write Checks
�‡ Evaluation: HBase& Accumulo

Weaknesses:
�‡ Single clientcanbea 

bottleneck
�‡ Noconsistency& 

availabilitymeasurement

�‡ NoTransaction Support

YCSB+T

A. Dey���š�����o�X���^�z���^���=�d�W�������v���Z�u���Œ�l�]�v�P���t����-Scale 
�d�Œ���v�•�����š�]�}�v���o�������š�������•���•�_�U��CloudDB2014

�‡ New workload: Transactional
Bank Account

�‡ Simple anomalydetectionfor
Lost Updates

�‡ Nocomparisonof systems

Nospecificapplication
�ÆCloudStone, CARE, TPC  

extensions?



Howcanthe choicesfor an appro-
priatesystembenarroweddown?



NoSQLDecisionTree

Purpose:
ApplicationArchitects: narrowingdown the potential 
systemcandidatesbasedon requirements
Database Vendors/Researchers: clearcommunicationand
design of systemtrade-offs



System Properties
Accordingto the NoSQLToolbox

Functional Requirements
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Mongo x x x x x x

Redis x x x

HBase x x x x

Riak x x

Cassandra x x x x x
MySQL x x x x x x x x

�` Forfine-grainedsystemselection:



System Properties
Accordingto the NoSQLToolbox

Non-functional Requirements
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Redis x x x x x x x

HBase x x x x x x x x

Riak x x x x x x x x x x

Cassandra x x x x x x x x x

MySQL x x x

�` Forfine-grainedsystemselection:



System Properties
Accordingto the NoSQLToolbox

Techniques
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Redis x x x x
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�` Forfine-grainedsystemselection:



Literature



�` Select Requirementsin Web GUI:

�` System makessuggestionsbasedon datafrom
practitioners, vendorsandautomatedbenchmarks:

Future Work
Online Collaborative DecisionSupport

Read Scalability ConditionalWrites Consistent

4/5
4/5
3/5

4/5
5/5
5/5



�` High-Level NoSQLCategories:
�` Key-Value, Wide-Column, Docuement, Graph
�` Twoout of {Consistent, Available, Partition Tolerant}

�` The NoSQLToolbox: systemsusesimilartechniques
that promote certaincapabilities

�` DecisionTree

Summary

Techniques
Sharding, Replication,

Storage Management, 
Query Processing 

Functional
Requirements

Non-functional
Requirements

promote



�` CurrentNoSQLsystemsverygoodat scaling:
�` Data storage
�` Simple retrieval

�` But howto handle real-time queries?

Summary

NoSQL
System

Classic
Applications

Streaming
System

Real-Time
Applications



NoSQL& Real-Time Data Management
In Research & Practice �t Part 2

Wolfram Wingerath, Felix Gessert, Norbert Ritter
{wingerath, gessert, ritter}@informatik.uni-hamburg.de

March 5, BTW 2019, Rostock

www.baqend.com



Outline

�‡ A Short History of 
Data Management

�‡ Database Management:
�‡ Triggers, ECA rules
�‡ MaterializedViews, 

Change Notifications
�‡ Data Stream Management:

�‡ General Architecture
�‡ Stream Operators
�‡ Approximation & 

Sampling
�‡ CEP

Real-Time Databases
Push-BasedCollections

Introduction
WhereFrom? WhereTo?

Stream Processing
Big Data + Low Latency

Future Directions
CurrentResearch& Outlook

�™



1970

1980

1990

2000

2010

today

Relational 
Model

Ingres

System R

Triggers
Entity-RelationshipModel

SQL 
Standard

PostgreSQL

HiPAC

Starburst

Rapide

STREAM

Aurora & 
Borealis

MapReduce

Bigtable

Dynamo

Spark

Storm

Flink

Samza

RethinkDB

Meteor

Firebase

Baqend

GFS

Relational Databases

ActiveDatabases

CEP & 
Streams

Big Data & 
NoSQL

Real-Time 
Databases

A Short Historyof Data Management
Hot Topics Through The Ages

Telegraph

Stream 
Processing



TRIGGERS & MORE

ActiveDatabase Features



circular shapes

�t�Z���š�Z�•the 
currentstate?

PeriodicPollingfor queryresultmaintenance:
�W��inefficient
�W��slow

5

Databases arePassive
Challenge: Howto BuildReactiveApplications?



Triggers: simple action-mechanisms
�CUsecases:

�x (Referential) integrity
�xChange datacapture

ECA rules: Event-Condition-Action
�CCapturescompositeevents
�CMore expressive than triggers

(rule languages)
�CAdvancedusecases:

�xMaterializedviewmaintenance
�xPattern recognition
�x(complex) eventprocessing

ActiveDatabase Features
Modeling BehavioralDomain Aspects



MaterializedViews:precomputedqueryresults
�CUsedto speedup pull-basedqueries, e.gin data

warehouses
�CImplementation aspects:

�xEagervs. lazy
�x Incrementalvs. recomputation-based
�xPartial maintenancevs. full maintenance
�xSelf-maintainabilityvs. expressiveness

Change NotificationMechanisms: inform subscribers
of possiblyinvalidatedqueryresults

�CUsedto invalidatecachesin the middletier (cf. 3-tier stack)

View Maintenance
KeepingTrack of Query Results



�ÆPotential bottlenecks:
�‡ Numberof queries
�‡ Write throughput
�‡ Query complexity

Similarprocessingfor:
�‡ Triggers
�‡ ECA rules

View Maintenance By Example
Matching EveryQuery Against EveryUpdate



EVOLVINGDOMAINS

Data Stream Management



Data Stream Management Systems
High-Level Architecture

workingmemory database

archive
(offline)streamquery

processor



TypicalStream Operators
Examples

Filter & Transform

https://www.infoq.com/presentati
ons/stream-processors-databases

Group

Aggregates Windows

Filter Map GroupByKey

Tumbling

Sliding

SUM()
COUNT()

https://www.infoq.com/presentation
s/stream-processing-apache-flink

https://www.infoq.com/presentations/stream-processors-databases
https://www.infoq.com/presentations/stream-processing-apache-flink


ComplexEvent Processing
DetectingPatterns

eventpatterns

low-level events

ab
st

ra
ct

io
n

complexevents

�` Abstractionfrom raweventstreams
�` Detectionof relationshipsbetweenevents
�` Oftenmodeledin abstractionhierarchies
�` Techniques:

�CTransformation, filtering
�CCorrelation, aggregation�U���Y
�CPattern detection

�Æcompositeevents

Illustration taken from: Bruns, R. & Dunkel, J, Complex Event Processing: Komplexe
Analysevon massivenDatenströmenmit CEP (2015). Springer Vieweg, 2015



eventtime

�` Arrival time: Whenwas the eventreceived?
�` Event time: Whendid the eventoccur?
�` ClockSkew: differencebetweenarrivalandeventtime

Notionsof Time
Arrival Time vs. Event Time

Illustration takefrom: Stephan Ewen, How Apache Flink�¡�����v�����o���•���E���Á���^�š�Œ�����u�]�v�P�����‰�‰�o�]�����š�]�}�v�•�U���W���Œ�š��1 (2015)
https:// data-artisans.com/blog/how-apache-flink-enables-new-streaming-applications-part-1 (2018-03-16)

processingtime

datastream

https://data-artisans.com/blog/how-apache-flink-enables-new-streaming-applications-part-1


�` Sampling: canbeoptimizedfor different things, e.g.
�CPosition stream�~���X�P�X���cselectevery�í�ì�š�Z���]�š���u�^�•
�CValue (e.g. hashpartitioning)
�CSemanticcriteria

Approximation & Load Shedding
Provide�š�Z�����c�����•�š�^��AnswerWhileAvoidingto Fall Behind

rawstream

Sampled
stream

Prohibitive!



Summary

Database Stream
Update rate Low High, bursty

Primitive Persistent collections Transient streams

Temporal scope Historical Windowed

Access random sequential

Queries One-time Continuous

Query Plans Static Dynamic

Precision Accurate Approximate



Outline

�‡ Big Picture:
�‡ Processing Pipelines
�‡ Stream vs. Batch
�‡ Lambda vs. Kappa 

Architecture
�‡ System Survey:

�‡ Storm/Trident
�‡ Samza
�‡ Spark Streaming
�‡ Flink

�‡ Discussion:
�‡ Comparison Matrix
�‡ Other Systems

Real-Time Databases
Push-BasedCollections

Introduction
WhereFrom? WhereTo?

Stream Processing
Big Data + Low Latency

Future Directions
CurrentResearch& Outlook

�™



OVERVIEW

ScalableData 
Processing



ApplicationProcessing
Persistence/
Streaming Serving

Wearehere!

A Data Processing Pipeline



Data processingframeworkshidecomplexitiesof scaling, e.g.:
�‡ Deployment- codedistribution, starting/stoppingwork
�‡ Monitoring - healthchecks, applicationstats
�‡ Scheduling- assigningwork, rebalancing
�‡ Fault-tolerance- restartingworkers, reschedulingfailedwork

Data Processing Frameworks
Scale-Out Made Feasible

Scalingout

Runningin cluster

Runningon singlenode



lo
w

la
te

nc
y

high throughput

Big Data Processing Frameworks
Whatareyouroptions?

Amazon Elastic
MapReduce

Google Dataflow

Whatto usewhen?



CONCEPTS

Batch vs. Stream
Processing



ApplicationBatch
(e.g. MapReduce)

Persistence
(e.g. HDFS)

Serving
(e.g. HBase)

�‡ Cost-effective& Efficient
�‡ Easy to reasonabout: operatingon completedata
But:
�‡ High latency: periodicjobs(e.g. duringnight times)

Batch Processing
�c�s�}�o�µ�u���^



Stream Processing
�cVelocity�^

�‡ Low end-to-end latency
�‡ Challenges: 

�‡ Long-runningjobs- no downtimeallowed
�‡ Asynchronism- datamayarrivedelayedor out-of-order
�‡ Incompleteinput - algorithmsoperateon partial data
�‡ More: fault-tolerance, statemanagement, guarantees�U���Y

Streaming
(e.g. Kafka, Redis)

ApplicationServingReal-Time 
(e.g. Storm)



Lambda Architecture
Batch(Dold) + Stream(D�4now�•���C�������š���Z�~��all)

ApplicationBatchPersistence Serving

Real-Time

�‡ Fastoutput (real-time)
�‡ Data retention + reprocessing (batch)

�W���ceventuallyaccurate�^mergedviewsof real-time & batch
Typicalsetups: Hadoop�=���^�š�}�Œ�u���~�W��Summingbird), Spark, Flink

�‡ High complexity2 codebases& 2 deployments

Nathan Marz, How to beat the CAP theorem (2011)
http://nathanmarz.com/blog/how-to-beat-the-cap-theorem.html

Streaming
(e.g. Kafka, Redis)

http://nathanmarz.com/blog/how-to-beat-the-cap-theorem.html


Kappa Architecture
Stream(Dall) = Batch(Dall)

Streaming + retention
(e.g. Kafka, Kinesis)

�‡SimplerthanLambda Architecture
�‡Data retentionfor history
�‡ReasonsagainstKappa:

�‡Existinglegacybatchsystem
�‡Special toolsonlyfor a particularbatchprocessor
�‡Onlyincrementalalgorithms

Jay Kreps, Questioning the Lambda Architecture (2014)
https://www.oreilly.com/ideas/questioning-the-lambda-architecture

ApplicationServingReal-Time

replay

https://www.oreilly.com/ideas/questioning-the-lambda-architecture


Wrap-up
Data Processing

�‡ Processing frameworksabstractfrom scalingissues

�‡ Lambda Architecture: batch+ streamprocessing
�‡ Kappa Architecture: stream-onlyprocessing

Batch processing
�‡ easy to reasonabout
�‡ extremelyefficient
�‡ hugeinput-output 

latency

Stream processing
�‡ quick results
�‡ purelyincremental
�‡ potentiallycomplexto

handle



SURVEY

Popular Stream 
Processing Systems



Processing Models
Batch vs. Micro-Batch vs. Stream

low latency high throughput

stream batchmicro-batch



Overview
�CFirstproduction-ready, well-adoptedstreamprocessor
�CCompatible: native Java API, Thrift, distributedRPC
�CLow-level: no primitives for joinsor aggregations
�CNative streamprocessor: latency< 50 msfeasible
�CBig users: Twitter, Yahoo!, Spotify, Baidu, Alibaba�U���Y

History
�C2010: developedat BackType(acquiredbyTwitter)
�C2011: open-sourced
�C2014: Apache top-level project

Storm
�cHadoopof real-�š�]�u���^



Dataflow

Cycles!

DirectedAcyclicGraphs (DAG):
�‡ Spouts: pull datainto topology
�‡ Bolts: do processing, emit data
�‡ Asynchronous
�‡ Lineagecanbe trackedfor eachtuple

�W�����š-least-oncehas2x messaging
overhead



State Management
RecoverState on Failure

�‡ In-memory or Redis-backedreliablestate
�‡ Synchronousstatecommunicationon the criticalpath

�W��infeasiblefor large state



Back Pressure
ThrottlingIngestion on Overload

Approach: monitoringbolts�Z��inboundbuffer
1. Exceedinghigh watermark�W��throttle!
2. Fallingbelowlow watermark�W��full power!

1. too many
tuples

3. tuplesget
replayed

2. tuplestime 
out andfail



Overview:
�CAbstractionlayeron top of Storm

�CReleasedin 2012 (Storm 0.8.0)

�CMicro-batching

�CNew features:

�xHigh-level API: aggregations& joins

�xStrong ordering

�xStatefulexactly-onceprocessing

�ÆPerformance penalty

Trident
StatefulStream Joiningon Storm



Trident
PartitionedMicro-Batching

3 Parti-
tions

3 Batches�/�o�o�µ�•�š�Œ���š�]�}�v���š���l���v���(�Œ�}�u�W���^�^�š�}�Œ�u��
���‰�‰�o�]�����_�U���^�����v���d�X�����o�o���v�����š�����o�X



Overview
�CCo-developedwith Kafka

�W��Kappa Architecture
�CSimple: onlysingle-stepjobs
�CLocalstate
�CNative streamprocessor: low latency
�CUsers: LinkedIn, Uber, Netflix, TripAdvisor, Optimizely�U���Y

History
�CDevelopedat LinkedIn
�C2013: open-source(Apache Incubator) 
�C2015: Apache top-level project

Samza
Real-Time on Top of Kafka

Illustration takenfrom: Jay Kreps, Questioningthe Lambda Architecture(2014)
https://www.oreilly.com/ideas/questioning-the-lambda-architecture(2017-03-02)

https://www.oreilly.com/ideas/questioning-the-lambda-architecture


Dataflow
Simple ByDesign

�‡ Job: processingstep�~�C���^�š�}�Œ�u��bolt)
�W���Z�}���µ�•�š
�W�����µ�š�W��often severaljobs

�‡ Task: job instance(parallelism)
�‡ Message: singledataitem
�‡ Output persistedin Kafka

�W�������•�Ç��datasharing
�W��Buffering(no back pressure!)
�W�����µ�š�W��Increasedlatency

�‡ Orderingwithin partitions
�‡ Task = Kafka partitions: not-elasticon purpose

Martin Kleppmann, Turning the database inside-out with Apache Samza(2015)
https://www.confluent.io/blog/turning-the-database-inside-out-with-apache-samza/(2017-02-23)

https://www.confluent.io/blog/turning-the-database-inside-out-with-apache-samza/


Samza
LocalState

Illustrationstakenfrom: Jay Kreps, Why local state is a fundamental primitive in stream processing(2014)
https://www.oreilly.com/ideas/why-local-state-is-a-fundamental-primitive-in-stream-processing(2017-02-26)

Advantages of localstate:
�‡Buffering

�W��Noback pressure
�W�����š-least-oncedelivery
�W���^�]�u�‰�o����recovery

�‡Fast lookups

Remote State LocalState

https://www.oreilly.com/ideas/why-local-state-is-a-fundamental-primitive-in-stream-processing


State Management
StraightforwardRecovery

Illustration takenfrom: NavinaRamesh, Apache Samza�U���>�]�v�l�����/�v�[�•���&�Œ���u���Á�}�Œ�l���(�}�Œ���^�š�Œ�����u���W�Œ�}�����•�•�]�v�P(2015)
https://thenewstack.io/apache-samza-linkedins-framework-for-stream-processing(2017-02-26)

https://thenewstack.io/apache-samza-linkedins-framework-for-stream-processing


Overview
�CHigh-level API: immutablecollections(RDDs) 

�CCommunity: 1000+ contributorsin 2015
�CBig users: Amazon, eBay, Yahoo!, IBM, Baidu�U���Y

History
�C2009: developedat UC Berkeley
�C2010: open-sourced
�C2014: Apache top-level project

Spark
�cMapReducesuccessor�^

Core SQL MLlib GraphX Spark 
Streaming



Overview
�CHigh-level API: DStreams( �]Java 8 Streams)
�CMicro-Batching: secondsof latency
�CRich features: stateful, exactly-once, elastic

History
�C2011: startof development
�C2013: Spark Streaming becomespart of Spark Core

Spark Streaming



ResilientDistributed Data set (RDD)

�CImmutablecollection& deterministicoperations

�CLineagetracking: 
�W��statecanbereproduced
�W��periodiccheckpointsreducerecoverytime 

DStream: DiscretizedRDD

�CRDDs areprocessedin order: no orderingwithin RDD

�CRDD scheduling �]50 ms�W��latency>100ms

Spark Streaming
Core Abstraction: DStream

Illustration takenfrom: 
http://spark.apache.org/docs/latest/streaming-programming-guide.html#overview(2017-02-26)

http://spark.apache.org/docs/latest/streaming-programming-guide.html#overview


Example
CountingPage Views

Zaharia, Matei, et al. "Discretized streams: Fault-tolerant streaming computation at scale."Proceedings 
of the Twenty-Fourth ACM Symposium on Operating Systems Principles. ACM, 2013.

pageViews = readStream ( "http://..." , "1s" )
ones = pageViews.map(event => (event.url, 1))
counts = ones.runningReduce ((a, b) => a + b)



Overview
�CNative streamprocessor: Latency<100ms feasible
�CAbstract API for streamandbatchprocessing, stateful, exactly-

oncedelivery
�CManylibraries: Table andSQL, CEP, MachineLearning , Gelly�Y
�CUsers: Alibaba, Ericsson, Otto Group, ResearchGate, Zalando�Y

History
�C2010: start asStratosphereat TU Berlin, HU Berlin, andHPI 

Potsdam
�C2014: Apache Incubator, projectrenamedto Flink
�C2015: Apache top-level project

Flink



Architecture
Streaming + Batch

https://www.infoq.com/presentation
s/stream-processing-apache-flink

https://www.infoq.com/presentations/stream-processing-apache-flink


ManagedState
Streaming + Batch

https://www.infoq.com/presentation
s/stream-processing-apache-flink

�‡ AutomaticBackups of localstate
�‡ Storedin RocksDB, Savepointswritten to HDFS 

https://www.infoq.com/presentations/stream-processing-apache-flink


Highlight: Fault Tolerance
Distributed Snapshots

�‡ Orderingwithin stream partitions
�‡ Periodic checkpoints
�‡ Recovery:

1. reset state to checkpoint
2. replay data from there

50

Illustration takenfrom: 
https://ci.apache.org/projects/flink/flink-docs-release-
1.2/internals/stream_checkpointing.html(2017-02-26)

Exactly-once

https://ci.apache.org/projects/flink/flink-docs-release-1.2/internals/stream_checkpointing.html


WRAPUP

Side-by-side
comparison



Storm Trident Samza
Spark 

Streaming
Flink 

(streaming)

Strictest
Guarantee

at-least-
once

exactly-
once

at-least-
once

exactly-once exactly-once

Achievable
Latency

�' 100 ms <100 ms <100 ms <1 second <100 ms

State 
Management

�{
(smallstate)

�{
(smallstate)

�9 �9 �9
Processing 
Model

one-at-a-
time

micro-batch
one-at-a-

time
micro-batch

one-at-a-
time

Backpressure �9 �9 no
(buffering) �9 �9

Ordering �8 between
batches

within
partitions

between
batches

within
partitions

Elasticity �9 �9 �8 �9 �8

Comparison



Performance
Yahoo! Benchmark

� Ŝtorm�€�Y�•�����v����Flink�€�Y�•���•�Z�}�Á��sub-second latencies at 
relatively high throughputs with Stormhaving the lowest
99th percentile latency. Spark�•�š�Œ�����u�]�v�P���€�Y�•���•�µ�‰�‰�}�Œ�š�•���Z�]�P�Z��
throughputs, but at a relatively higher latency�X�_

Fromhttps://yahooeng.tumblr.com/post/135321837876/
benchmarking-streaming-computation-engines-at

�` Based on real use case:
�CFilter and count ad impressions
�C10 minute windows



Andevenmore: Kinesis, Gearpump, MillWheel, Muppet, 
�^�ð�U���W�Z�}�š�}�v�U���Y

Other Systems

Heron Apex Dataflow

Beam
Kafka

Streams
IBM InfoSphere

Streams



�` Stream Processors:

�` ManyDimensionsof Interest: consistencyguarantees, 
statemanagement, backpressure, ordering, elasticity�U���Y

Summary

latency throughput



Outline

�‡ Big Picture:
�‡ WhyPush-Based

Database Queries?
�‡ WhereDo Real-Time 

Databases Fit in?
�‡ System Survey:

�‡ Meteor
�‡ RethinkDB
�‡ Parse
�‡ Firebase

�‡ Discussion:
�‡ ComparisonMatrix
�‡ Other Systems

Real-Time Databases
Push-BasedCollections

Introduction
WhereFrom? WhereTo?

Stream Processing
Big Data + Low Latency

Future Directions
CurrentResearch& Outlook

�™



REAL-TIME DBS

Making Databases 
Push-Based



circular shapes

�t�Z���š�Z�•the 
currentstate?

PeriodicPolling
�W��inefficient
�W��slow

58

Traditional Database Access
NoRequest? NoData!



Real-time Databases
AlwaysIn-SyncWith Database State

circular shapes

Real-Time Queriesfor queryresultmaintenance:
�W��efficient
�W��fast

59



Quick Comparison
DBMS vs. RT DB vs. DSMS vs. Stream Processing

Database 
Management

staticcollections

Stream 
Processing

ephemeral
streams

push-basedpull-based

Data Stream 
Management

persistent/
ephemeralstreams

Real-Time
Databases

evolvingcollections



REAL-TIME DBS

System Survey



Overview:
�CJavaScript Framework for interactiveappsandwebsites

�xMongoDBunderthe hood
�xReal-time resultupdates, full MongoDBexpressiveness

�COpen-source: MIT license
�CManagedservice: Galaxy(Platform-as-a-Service)

History:
�C2011: Skybreakisannounced
�C2012: Skybreakisrenamedto Meteor
�C2015: ManagedhostingserviceGalaxyisannounced

Meteor



Live Queries
Poll-and-Diff

�‡ Change monitoring: appserversdetectrelevant changes
�W��incompletein multi-server deployment

�‡ Poll-and-diff: queriesarere-executedperiodically
�W��stalenesswindow
�W��doesnot scalewith queries

app server

monitor
incoming

writes

CRUD appserver

repeatqueryevery10 seconds

?

forward
CRUD

!



OplogTailing
Basics: MongoDBReplication

�‡ Oplog: rollingrecordof datamodifications
�‡ Master-slave replication:

Secondariessubscribeto oplog

SecondaryC2

apply

propagatechange

write operation

SecondaryC3SecondaryC1

MongoDBcluster
(3 shards)

Primary BPrimary A Primary C



OplogTailing
Tappinginto the Oplog

�‡ EveryMeteor serverreceives
all DB writesthroughoplogs

Primary BPrimary A Primary C

MongoDBcluster(3 shards)

App server App server

Oplogbroadcast

CRUD

query
(whenin doubt)

monitor
oplog

push relevant events



OplogTailing
OplogInfo isIncomplete

1. { name�����Ä�-�R�\�³����game�����Äbaccarat �³�����V�F�R�U�H�������������`
2. { name: �Ä�7�L�P�³����game�����Äbaccarat �³, score: 90 }
3. { name: �Ä�/�H�H�³����game�����Äbaccarat �³, score: 80 }

Baccarat players sorted by high-score 

Partialupdate from oplog:
{ name: �Ä�%�R�E�E�\�³����score: 500 } // game: ???

WhatgamedoesBobby play?
�W��if baccarat, he takesfirst place!
�W��if somethingelse, nothingchanges!



OplogTailing
Tappinginto the Oplog

�‡ EveryMeteor serverreceives
all DB writesthroughoplogs

�W��doesnot scale Primary BPrimary A Primary C

MongoDBcluster(3 shards)

App server App server

Oplogbroadcast

CRUD

query
(whenin doubt)

monitor
oplog

push relevant events

Bottleneck!



Overview:
�C�cMongoDBdoneright� :̂ comparablequeriesanddatamodel, but also:

�x Push-basedqueries(filters only)
�x Joins(non-streaming)
�x Strong consistency: linearizability

�CJavaScript SDK(Horizon): open-source, asmanagedservice
�COpen-source: Apache 2.0 license

History:
�C2009: RethinkDBisfounded
�C2012: RethinkDBisopen-sourcedunderAGPL
�C2016, May: first officialreleaseof Horizon(JavaScript SDK)
�C2016, October: RethinkDBannouncesshutdown
�C2017: RethinkDBisrelicensedunderApache 2.0

RethinkDB



RethinkDB
ChangefeedArchitecture

William Stein, RethinkDBversus PostgreSQL: my personal experience(2017)
http:// blog.sagemath.com/2017/02/09/rethinkdb-vs-postgres.html(2017-02-27)

RethinkDBproxy RethinkDBproxy

RethinkDBstoragecluster

�‡ Range-shardeddata
�‡ RethinkDBproxy: supportnode

without data
�‡ Client communication
�‡ Request routing
�‡ Real-time querymatching

�‡ Everyproxyreceives
all databasewrites
�W��doesnot scale

App server App server

Daniel Mewes, Comment on GitHub issue #962: Consider adding more docs on RethinkDBProxy(2016)
https:// github.com/rethinkdb/docs/issues/962(2017-02-27)

Bottleneck!

http://blog.sagemath.com/2017/02/09/rethinkdb-vs-postgres.html
https://github.com/rethinkdb/docs/issues/962


Overview:
�CBackend-as-a-Service for mobile apps

�x MongoDB: largestdeploymentworld-wide
�x Easy development: greatdocs, push notifications, authentication�U���Y
�x Real-time updatesfor mostMongoDBqueries

�COpen-source: BSD license
�CManagedservice: discontinued

History:
�C2011: Parse is founded
�C2013: Parse isacquiredbyFacebook
�C2015: morethan500,000 mobile appsreportedon Parse
�C2016, January: Parse shutdownisannounced
�C2016, March: Live Queriesareannounced
�C2017: Parse shutdownis finalized

Parse



Illustration taken from:
http://parseplatform.github.io/docs/parse-server/guide/#live-queries(2017-02-22)

�‡ LiveQueryServer: no data, real-time querymatching
�‡ EveryLiveQueryServerreceives

all databasewrites
�W��doesnot scale

Parse
LiveQueryArchitecture

Bottleneck!

http://parseplatform.github.io/docs/parse-server/guide/#live-queries


Overview:
�CReal-time statesynchronizationacrossdevices
�CSimplisticdatamodel: nestedhierarchyof listsandobjects
�CSimplisticqueries: mostlynavigation/filtering
�CFullymanaged, proprietary
�CApp SDKfor App development, mobile-first
�CGoogle servicesintegration: analytics, hosting, authorization�U���Y

History:
�C2011: chatservicestartupEnvolveis founded

�W���Á���•��often usedfor cross-devicestatesynchronization
�W��statesynchronizationisseparated(Firebase)

�C2012: Firebaseis founded
�C2013: FirebaseisacquiredbyGoogle
�C2017, October: Firestoreisreleased

Firebase



Firebase
Real-Time State Synchronization

Illustration taken from: Frank van Puffelen, Have you met the RealtimeDatabase? (2016)
https:// firebase.googleblog.com/2016/07/have-you-met-realtime-database.html(2017-02-27)

�‡ Treedatamodel: applicationstate �]JSON object
�‡ Subtreesynching: push notificationsfor specifickeysonly

�W��Flat structurefor fine granularity

�W��Limited expressiveness!

https://firebase.googleblog.com/2016/07/have-you-met-realtime-database.html


Firebase
Query Processing in the Client

Illustration taken from: Frank van Puffelen, Have you met the RealtimeDatabase? (2016)
https:// firebase.googleblog.com/2016/07/have-you-met-realtime-database.html(2017-02-27)

�‡ Push notificationsfor specifickeysonly
�‡ Order by a single attribute
�‡ Apply a single filter on that attribute

�‡ Non-trivial query processing in client
�W��does not scale!

Jacob Wenger, on the Firebase Google Group(2015)
https://groups.google.com/forum/#!topic/firebase-talk/d-XjaBVL2Ko(2017-02-27)

https://firebase.googleblog.com/2016/07/have-you-met-realtime-database.html
https://groups.google.com/forum/#!topic/firebase-talk/d-XjaBVL2Ko


Firebase
Hard ScalingLimits

Firebase, Choose a Database: Cloud Firestoreor RealtimeDatabase (2018)
https:// firebase.google.com/docs/database/rtdb-vs-firestore(2018-03-10)

� Ŝcale to around 100,000 concurrent connections
and 1,000 writes/secondin a single database. 
Scaling beyond that requires shardingyour data 
across multiple databases.�_

Bottleneck!

https://firebase.google.com/docs/database/rtdb-vs-firestore


Illustration taken from: Todd Kerpelman, Cloud Firestorefor RealtimeDatabase Developers  (2017)
https:// firebase.googleblog.com/2017/10/cloud-firestore-for-rtdb-developers.html(2018-03-10)

collections

documents

references

Firebase
Firestore: New Model

https://firebase.googleblog.com/2017/10/cloud-firestore-for-rtdb-developers.html


Firebase
Firestore: New Model

Illustration taken from: Todd Kerpelman, Cloud Firestorefor RealtimeDatabase Developers  (2017)
https:// firebase.googleblog.com/2017/10/cloud-firestore-for-rtdb-developers.html(2018-03-10)

tree-like structure

fineraccessgranulates

https://firebase.googleblog.com/2017/10/cloud-firestore-for-rtdb-developers.html


Firebase
Firestore: Summary
�‡ More specificdataselection
�‡ Logical AND for somefilter combinations

�Y�����µ�š�W
�‡ Still Limited Expressiveness

�‡ No logical OR
�‡ NologicalAND for manyfilter combinations
�‡ No content-based search (regex, full-text search)

�‡ Still Limited Write Throughput:
�‡ 500writes/s per collection
�‡ 1 writes/s per document

Firebase, Firestore: Quotas and Limits (2018)
https:// firebase.google.com/docs/firestore/quotas(2018-03-10)

https://firebase.google.com/docs/firestore/quotas


Honorable Mentions
Other Systems With Real-Time Features



REAL-TIME DBS

Summary & Discussion



Poll-and-Diff Change Log Tailing Unknown 2-D Partitioning

Write Scalability �9 �8 �8 �8 �8 �9
Read Scalability �8 �9 �9 �9 ?

(100k connections)
�9

Composite 
Filters(AND/OR) �9 �9 �9 �9 �{

(ANDIn Firestore)
�9

SortedQueries �9 �9 �9 �8 �{
(singleattribute)

�9
Limit �9 �9 �9 �8 �9 �9
Offset �9 �9 �8 �8 �{

(value-based)
�9

Self-Maintaining
Queries �9 �9 �8 �8 �8 �9

Event Stream 
Queries �9 �9 �9 �9 �9 �9

Wrap-Up



�` Scalability: 
�` Handle increasingthroughput
�` Handle additional queries

�` Expressiveness: 
�` Content-basedsearch? Composite filters?
�` Ordering? Limit? Offset?

�` Legacy Support: 
�` Real-time queriesfor existingdatabases?
�` DecoupleOLTP from real-time workloads?

Summary
Real-Time Databases: Major challenges



Outline

�‡ Caching Dynamic Data:
�‡ Whyis the Web Slow?
�‡ Caching to the Rescue!
�‡ Query Caching

�‡ Real-Time Queries:
�‡ Scalability
�‡ Expressiveness
�‡ Legacy Compatibility
�‡ UseCases

�‡ Open Challenges:
�‡ TTLs & Transactions
�‡ PolyglotPersistence

�‡ Summary

Real-Time Databases
Push-BasedCollections

Introduction
WhereFrom? WhereTo?

Stream Processing
Big Data + Low Latency

Future Directions
CurrentResearch& Outlook

�™



OUTLOOK

OurResearch at the 
University of Hamburg



Problem: Slow Websites
TwoBottlenecks: LatencyandProcessing

High 
Latency

Processing Overhead



Solution: Global Caching
FreshData FromDistributed Web Caches

Low Latency

LessProcessing



New Caching Algorithms
SolveConsistencyProblem

1 0 11 0 0 10



1 4 020

purge ( obj )

hashB( oid )hashA( oid )

31 1 110
Flat( Counting Bloomfilter )

hashB( oid )hashA( oid )

Browser
Cache

CDN

1

ConsistentWeb Caching
The Cache Sketch



RESEARCH

Howto InvalidateDB
Query Results?



Howto detect changesto
query results:
�cGivemethe mostpopular
productsthat are �]�v���•�š�}���l�X�^

Add

Change

Remove

InvaliDB
InvalidatingDBQueries



InvaliDB
InvalidatingDBQueries

Server

Create
Update
Delete

Pub-Sub Pub-Sub

Real-Time
Queries

(Websockets)

FreshCaches



Pub-Sub Pub-Sub

Baqend Real-Time Queries
Realtime Decoupled

Keepsdataup-to-date!

App Server
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InvaliDB: A ScalableReal-Time Database Design
Two-Dimensional WorkloadPartitioning

query
partition1

query
partition2

query
partition3

readscalability
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�` PluggableQuery Engine: 
�` legacy-compatibility

�` multi-tenancyacross
databases

�` Read & Write Scalability: 
�` manyconcurrentusers

�` high write throughput

�` no single-server bottleneck



Baqend Real-Time Queries
StagedReal-Time Query Processing

Change notificationsgothroughdifferent 
queryprocessingstages:
1. Filter queries: trackmatchingstatus

�W��before- andafter-images
2. Sortedqueries: maintainresultorder
3. Joins: combinemaintainedresults
4. Aggregations: maintainaggregations

Ordering

Joins

Aggregation

Filtering

Event!

Event!

Event!

Event!

a
b
c

�™



Linear Scalability StableLatencyDistribution

Baqend Real-Time Queries
Low Latency+ Linear Scalability

Quaestor: Query Web Caching for Database-as-a-Service Providers
�s�>�������Z�í�ó



var query = DB. Tweet. find ()
. matches( ' text ' , / my filter / )
. descending ( ' createdAt ' )
. offset ( 20)
. limit ( 10);

query . resultList ( result => ...);

query . resultStream ( result => ...);

StaticQuery

Real-Time Query

ProgrammingReal-Time Queries
JavaScript API



Live Demo!
�‡ Wednesday, 15:30
�‡ Zuse210



Platform

�� Platformfor building
(Progressive) Web Apps

�� 15x Performance Edge
�� FasterDevelopment

Speed Kit

�� Turns ExistingSites 
into PWAs

�� 50-300% FasterLoads
�� Offline Mode

Baqend
Try It Out!



Website Speed Kit
ServiceWorker

Requests

Baqend
Service

Existing
Backend

Fast Requests

PushPull

3rd Party
Services

Speed Kit
Baqend Caching for Legacy Websites

Website with
Snippet



Speed Kit
MeasureYourPage Speed!

https://test.speed-kit.com/



For a large e-commerce company like Baur, supreme 
performance and a snappy user experience are vital. Speed Kit 

helps Baur.de stay ahead of the competition by accelerating 
page loads through cutting-edge technology. Finally, there is a 
German player in the web performance market that does not 

only pioneer a superior approach, but also shines through 
competent onboarding and immediate support.

Revenue: 1 000 000 000 �¦���(�}�Œ��2018
Traffic: 70 000 000 PIs per month

Speed Kit
Built for Market Leaders



FUTURE DIRECTIONS

Open Challenges



�` Setting:serverassignsa cachingtime-to-live (TTL) to
eachrecordandqueryresult

�` Problem: 
TTLs too short: Bad cache-hit rate
TTLs too large: Bloom �(�]�o�š���Œ�Z�•falsepositive rate degrades

�` Approach: Collectaccessmetricsandestimate
Objects: calculatethe expectedvalueof the time to nextwrite (assuming
a poissonprocess)

Queries:
�x Initial estimate: estimatedtime until first object in result isupdated
�x Refinement: upon invalidationTTL isadaptedtowardsobservedTTL 

usingan EWMA

TTL Estimation
QuantifyingCacheabilityof Dynamic Content



Setting: queryresultscaneither be representedas
references(id-list) or full results(object-lists)

CurrentApproach: Cost-baseddecisionmodelthat
weighsexpectedround-trips vsexpectedinvalidations
Desired: Adaptive agentthat activelyexploresdecisions

TTL Estimation
Learning Representations

�<�E�@�5�á�E�@�6�á�E�@�7�=

Object-ListsId-Lists
�< �E�@�ã�s�á�R�=�H�ã�"�=�ñ �á�E�@�ã�t�á�R�=�H�ã�"�>�"�á

�<�E�@�ã�u�á�R�=�H�ã�"�?�"�=�=

LessInvalidations LessRound-Trips



TTL Estimation
Open Challenge: Learning Workloads

�cBackwards-oriented�^���~currentapproach):
�xMesure& usemovingaverageor newestmeasurement
�xCannotreactto spikes/fluctuationnor detectpatterns

�cPredictiveonline-learning�^�W
�xExtrapolateusingregression(e.g. linear or polynomial) or

time-seriesmodels(ExponentialSmoothing, AR, ARIMA, 
GaussianProcesses�U���Y�•

�xResourceintensive, verydifficult to select& evalutemodel

�cReactive�^�W
�xUseReinforcement learningto automaticallyexplore

decisions
�xRewardsusuallynoisy, delayedor hidden(e.g. staleness)



PolyglotPersistenceMediator
Schemas canbeannotatedwith requirements/SLAs

- Write Throughput> 10,000 RPS
- Read Availability> 99.9999%
- Scans = true
- Full-Text-Search = true
- Monotonic Read = true

Schema

DBs
Tables
Fields



PolyglotPersistenceMediator
Routing to the �c�}�‰�š�]�u���o�^��datbasesystem

Latency< 30ms

Annotated
Schema

Routing
Model 

RecursiveRanking Algorithm
for schemaElemt�ÆDB mapping



Meta-DBaaS: Mediate overDBaaS-systems unifySLAs

Live Migration: adaptto changingrequirements

Database Selection: ActivelyminimizeSLA violations

Utility Functions/SLAs: Capture trade-offs comprehensively

WorkloadManagement: Adaptive RuntimeScheduling

PolyglotPersistence
Open Challenges



Distributed Transactions

Transaction Abort Rates:Howto mitigatehigh abort
ratescausedby longrunningtransactions?

AutomaticTransaction Protocol Selection: Can the 
optimal protocol �~�î�W�>�U�����K�����=�U���Z���D�W�U���Y�•��be learned
andchosenat runtime?

TransactionalVisibility ForReal-Time Queries: Howto
includetransactionswithout introducingbottlenecks?



CLOSINGTIME

Summary



Summary
Real-Time Data Management

Database 
Management

Real-Time 
Databases

Data Stream 
Management

Stream 
Processing

Data persistent collections persistent/ephemeralstreams

Processing one-time
one-time + 
continuous

continuous

Access random
random+ 
sequential

sequential

Schema structured
structured, 

unstructured

Database 
Management

Stream 
Processing

Real-Time
Databases

Data Stream 
Management

static
collections

evolving
collections

structured
streams

unstructured
streams

push-basedpull-based

{wingerath, gessert, ritter}@informatik.uni-hamburg.de



OurRelatedPublications

Quaestor: Query Web Caching for Database-as-a-Service Providers
�s�>�������Z�í�ó

NoSQL Database Systems: A Survey and Decision Guidance
SummerSOC�Z�í�ò

Real-time stream processing for Big Data
it - Information Technology 58 (2016)

Real-Time Databases Explained: Why Meteor, RethinkDB, Parse and Firebase Don't Scale
BaqendTech Blog (2017): https:// medium.com/p/822ff87d2f87

The Case For Change Notifications in Pull-Based Databases
���d�t���Z�í�ó

Scientific Papers:

Blog Posts:

Learnmoreat blog.baqend.com!



Read themon blog.baqend.com!



Forvideos& book, 
visitslides.baqend.com!



Thankyou

@baqendcom

{wingerath, gessert, ritter}@informatik.uni-hamburg.de

Blog: blog.baqend.com
Slides: slides.baqend.com

Remember: Live Demo on Wednesday, 15:30, Zuse210!


